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MegaDetector Version 5 
Dr Nicholas Osner, 24 August 2022 

On the 20th of June 2022, Microsoft’s AI for Earth released a new version of their animal-, vehicle- and 

human-detecting AI called MegaDetector. Having moved to a new YOLOv5 architecture (from a Faster-

RCNN), this new version promised both improved performance, as well as improved computation speed 

(up to 3 or 4 times faster). Additionally, it incorporated additional training data, specifically aimed at 

improving performance on boats and trains (classed as vehicles), artificial objects (eg. camera traps that 

were being falsely detected as animals), rodents, reptiles, and small birds. Lastly, it is noted that there 

were two versions of MegaDetector v5 released – version 5a, and 5b – where 5a was trained on additional 

data, but 5b was still released due to its superior performance in some applications. Both versions are 

examined here alongside version 4. 

Since TrapTagger uses MegaDetector for the detection of animals, the performance of this new model 

had to be benchmarked on our data, to determine both its suitability, and the required confidence 

threshold. For this purpose, we used the same 2019 WildCRU survey of 43 339 images from the Okavango 

Delta that we used for our previous TrapTagger performance report released on the 15th of March, 2021. 

The primary reason for this was that there already existed a golden set of annotations for this survey, 

collated from multiple sources – an original manual set of annotations from the survey manager, a 

manual set of TrapTagger annotations, as well as our southern-African species classifier. 

1. Comparison Method and Caveats 
The primary application of MegaDetector within TrapTagger is the removal of empty images, with the 

counts of the animals derived from the detections secondary to this. As such, the performance of the 

different models was examined on an image-by-image basis, rather than on a detection-by-detection 

basis. Moreover, the goal of the platform is to perform at least as well as, if not better than traditional 

human annotation, and an image-by-image comparison lends itself better to human comparison due to 

the reduced annotation time it requires, and the format of the benchmark data at our disposal. 

Additionally, it must be noted that in order to allow for the fair and direct comparison of these different 

datasets, a number of performance-improving mechanisms used within TrapTagger had to be excluded. 

Firstly, image clustering has been ignored. This mechanism greatly improves performance by only 

requiring one animal-containing image to be found in a cluster of images for the animals therein to be 

found and annotated, essentially giving the detector multiple attempts to detect an animal before it is 

missed. Secondly, static-detection removal has been ignored. This mechanism reduces the number of 

false detections by identifying the false detection of static objects by their static presence across a large 

percentage of a camera’s images. Lastly, the mechanism whereby additional false static detections are 

identified and removed based on clusters being marked as being empty by annotators, has also been 

disabled. 

Further, it is noted that in these comparisons the images marked as unknown have been treated 

separately from the animal-annotated images. This is due to the fact that the images marked as unknown 

are of extremely poor quality, and are of little to no use in the survey results as their contents are simply 

unknown. 
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Lastly, please note that in the below comparisons refer to recall and precision rates. The animal recall 

rate, for example, indicates the percentage of all animal-containing images found, whereas the animal 

precision rate is the percentage of the images identified as containing animals that actually contain 

animals. 

2. Confidence Thresholds and Version Comparison 
In order to compare MegaDetector version 5 against version 4 in the context of TrapTagger, a version of 

MegaDetector version 5 must be selected, along with an appropriate confidence threshold. The threshold 

previously used for MegaDetector version 4 by TrapTagger was 0.8, which was on the higher end of the 

suggested typical confidence threshold of 0.7 to 0.8. In comparison, for the new version of MegaDetector 

the suggested threshold range is 0.15 to 0.25. However, it was found that version 5b required a lower 

threshold in order to perform similarly to version 5a on our reference dataset. As such, thresholds of 

0.15, 0.20, and 0.25 were tested for version 5a, whilst values of 0.05, 0.10, 0.15, and 0.20 were selected 

for version 5b. The performance for these figures is shown in Table 1 below. 

 

Table 1: MegaDetector Version 5a vs. 5b at different confidence thresholds. 

Ver. Thres. 

Correct 

False 

Detections 

Missed Detections Recall (%) Precision (%) 

Animals All Animals 

Vehicles & 

Humans Unknown Animals All Animals All 

5a 

0.25 28 360 42 259 800 228 38 14 99.20 97.51 97.26 98.14 

0.20 28 387 42 235 872 201 20 11 99.30 97.45 97.02 97.98 

0.15 28 414 42 146 999 174 15 5 99.39 97.24 96.60 97.68 

5b 

0.20 28 341 42 690 355 247 37 10 99.14 98.50 98.76 99.18 

0.15 28 370 42 634 456 218 26 5 99.24 98.37 98.42 98.94 

0.10 28 409 42 474 663 179 19 4 99.37 98.00 97.72 98.46 

0.05 28 454 41 886 1308  134 8 3 99.53 96.65 95.61 96.97 

 

Here we are looking at the trade-off between the number of false detections, and the animal recall rate, 

where we want the highest possible recall rate with a reasonable number of false detections. In theory, 

we would like to find all the animal-containing images, which would equate to a recall rate of 100%. In 

the extreme, this could be achieved by setting the threshold to zero – in other words, requiring the user 

to look through every single image. However, this would obviously defeat the whole purpose of using an 

animal detector. So instead, a compromise must be selected where a reasonable number of false 

detections is viewed by the user in order to find the vast majority of animal-containing images. 

In Table 1 it is immediately seen that version 5b does indeed produce a lower recall rate than version 5a 

for the same threshold. Then, comparing thresholds with a similar recall rate, it is seen that version 5b 

produces significantly fewer false detections for the same recall rate, allowing us to choose a stricter 

threshold in order to extract more animal-containing images for the user. A good example of this is a 

comparison between a threshold of 0.15 for 5a, and a threshold of 0.10 for 5b. Here both detectors attain 

virtually the same recall rate (99.39% vs 99,97%), and very similar counts of missed animals, humans, 

vehicles, and unknown images. However, version 5b produces only two thirds of the false detections, 
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resulting in a higher precision. Consequently, version 5b requires a user to look at far fewer false 

detections in order to find a similar number of animal-containing images, and hence should be selected 

for use in TrapTagger. 

Moving on to the confidence thresholds for our chosen version, we see that relatively small gains in recall 

can be achieved in exchange for large increases in false detections by choosing a lower threshold. For 

example, moving from a threshold of 0.2 to 0.15 results in a 0.1% increase in animal recall in exchange 

for a 28% increase in false detections. However, since the penalty for missing an animal is much higher 

than requiring a user to check an empty image, this trade-off can be seen as worthwhile to a large extent. 

The best level of trade-off will depend on the particular use case, and the amount of time the user has 

for wading through false detections, but a threshold of 0.1 gives a good compromise between the two 

considering the doubling of false detections down to the next threshold value. Moreover, this is especially 

true since the additional animal-containing images found using a lower threshold tend to be the more-

challenging examples that are of lower quality, and hence lower value. 

A selection of additional animal-containing images found by setting the threshold down to 0.05 for 

version 5b is presented in Figure 1. The image in the top left-hand corner is the sole case of a good or 

useful animal-containing image found by doing this, whereas the other images are a good representation 

of the remaining 44 images. The majority of these images are cases where an animal’s leg, foot or tail 

was caught on the edge of the image (top right), cases where the animal is standing in the shadows just 

outside of the camera’s flash (bottom left), and extreme closeups (bottom right). These images contain 

very little information, and often tend to be caught by the clustering mechanism where the animal is 

detected in the images of the animal passing in front of the camera, or approaching it. This indicates that 

there are significantly diminished returns in reducing the threshold below 0.1. 

In light of the above, a threshold of 0.1 is recommended. However, it may be a good idea to expose this 

threshold to a user as an advanced feature at some stage to allow the user to select a value based on 

their particular use case. 
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Figure 1: A selection of additional animal-containing images found by setting the threshold down to 

0.05 from 0.10 for MDv5b. 

 

3. Version 5 vs. 4 
Now that both a MegaDetector version, and a confidence threshold have been selected, version 5 can be 

properly compared against version 4. The results of which can be seen in Table 2 below alongside a 

human reference set, obtained from WildCRU’s survey manager copying and pasting images into folders 

as he had historically done. 

Table 2: MegaDetector Version 4 vs. Version 5 

Model 

Correct 

False 

Detections 

Missed Detections Recall (%) Precision (%) 

Animals All Animals 

Vehicles & 

Humans Unknown Animals All Animals All 

MDv4 28 000 41 030 1 198 588 516 7 97.94 94.67 95.90 97.16 

MDv5 28 409 42 474 663 179 19 4 99.37 98.00 97.72 98.46 

Human 28 434 40 476 52 154 2 644 13 99.46 93.39 99.82 99.87 
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As can be seen in the above table, MegaDetector version 5 out-performs version 4 across the board, and 

in particular with its ability to detect humans and vehicles. The number of missed animals is reduced by 

a factor of 3 and the missed vehicles and humans are reduced by a factor of 27, whilst still reducing the 

number of false detections by a factor of 2. The primary performance metric to examine though, is the 

animal recall rate – the percentage of the animal-containing images flagged as containing something. In 

this metric, version 5 has increased to 99.37% over the 97.94% of version 4, which can now be considered 

as on par with a human annotator (99.46%) who has the advantage of rapidly switching through images 

in order to detect movement between them. 

Moreover, the hourly image-processing rate of our cloud GPU instances (AWS g4dn.xlarge instances with 

a single NVIDIA Tesla T4 GPU) has increased from 4 128 to 10 780. This indicates that inference with the 

new model is around 2.6 times faster in our current configuration, and hence also around 2.6 times 

cheaper on our hourly-charged fleet of temporary GPU instances, working out to around $5.71 per 100 

000 images at current prices. 

It should be noted that the poor performance of the human annotator on vehicles and humans is likely 

due to a lack of prioritisation of the labelling of these images as the vast majority of the missed examples 

were clearly visible. 

A selection of challenging animal-containing images that version 5 has found that version 4 had missed 

is presented in Figure 2, and a sample of a false detections generated by version 5 in Figure 3 below that. 

In these figures it is seen that MDv5 was able to detect animals in some very challenging images where 

a human would be very hard-pressed to find them, especially when annotating at speed. Additionally, it 

is seen that the false detections generated by version 5 tend to mirror those of version 4 in that they are 

triggered by unusual-looking branches, rocks, and man-made objects. However, they are significantly 

fewer and further between. 
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Figure 2: A selection of challenging animal-containing detected by MegaDetector version 5 that were 

missed by version 4. 

 

 

Figure 3: two examples of false detections generated by MegaDetector version 5. 
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4. Conclusion 
The latest version of MegaDetector was compared against version 4, alongside reference human 

annotators. It was found that version 5 indeed out-performs version 4 across the board, and in particular 

in its ability to detect humans and vehicles, whilst being 2.6 times faster and consequently 2.6 times 

cheaper to run. Moreover, it was found to be on a par with a human annotator in terms of animal-image 

recall whilst being orders of magnitude faster. 

Additionally, it was found that version 5b worked better on our data than 5a by producing fewer false 

detections for thresholds that resulted in similar animal recall rates, despite being trained on a smaller 

dataset. Moreover, a relatively conservative threshold of 0.1 was selected to prioritise animal recall, whilst 

still producing half the number of false detections generated by version 4 with a high threshold of 0.8. 

As a direct consequence of the above findings, MegaDetector version 5b has been integrated into 

TrapTagger, and is available to users as of the date of publication of this report. 


