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Abu Comparative Survey Exercise 
J.J. Naudé, D. Joubert and M.J. Potgieter – 21 Augustus 2018  

In the past, the Elephant Survey System (ESS) was evaluated using observations from our collected 
image database, which were found manually or by previous iterations of the system itself. Although 
this self-evaluation has proven useful to measure progress, it is at best a higher bound estimate of 
performance as it is possible that there are still elephants within the almost 100 000 images in our 
database that have not been identified. As an alternative, a comparison to an experienced aerial 
surveying crew would show how well the ESS operates relative to one of the best elephant surveying 
techniques as well as provide a set of ground truth observations obtained without using the neural 
network of the ESS. 
 
Elephants Without Borders (EWB) have recently conducted the Botswana Elephant Census 2018. 
Innoventix was invited to survey using the ESS while EWB was conducting the census. By comparing 
the sightings made by the ESS and the EWB human counting crew, an evaluation of the performance 
of the ESS can be obtained. The comparison exercise was conducted in the NG 26 concession of the 
Okavango Delta, near the Abu lodge during July of 2018. 
 

 

Figure 1. Aerial photo captured by the ESS of a lone elephant bull traversing the Okavango Delta. 
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1 Overview of the compared methods 
Both the ESS and EWB surveying methods are best suited to conducting sample surveys of a region, 
as opposed to total counts. Regions are surveyed by flying transects across them and counting all 
elephants within a certain distance from the aircraft. The count from each leg of the transect set 
represents a statistical sample. From multiple such samples and using some mild statistical 
assumptions, a population estimate with error bounds can be calculated for the survey area. Where 
the two compared methods differ is in how the transect counts are obtained. 

1.1 EWB aerial survey method1 
The EWB team used a Cessna 206 to fly the transects at an average speed of 160 km/h and at about 
300 ft above ground level (AGL). Altitude was maintained using a laser altimeter linked to a tablet 
display mounted on the dash of the plane. The pilot used a GPS to navigate along the transect lines.  
 

 

Figure 2. The Cessna 206 used by EWB for aerial surveys. 

The survey crew consisted of a pilot, a data recorder (sitting next to the pilot), and two observers 
(both highly experienced) who sat behind the pilot and recorder on either side of the plane. All four 
crew members were able to communicate through headsets connected to a four-way intercom. The 
members of the crew are listed in Table 1. 
  

                                                      
1 The method description was adapted from [5]. 
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Name Role 

Mrs Tammi McAllister Pilot 

Dr Michael Chase Data recorder and survey lead 

Mr Robert Sutcliffe Observer 

Mr Elford Seonyatseng Observer 

Table 1. EWB survey crew. 

The standard method for aerial transect sampling was used [1]. For each observation within the 
transect strip, the observers called out the numbers and species when they were as close to 
perpendicular to the plane as possible. The recorder would then mark each observation as a 
waypoint on his GPS. The recorder also kept a written data log entered on a datasheet for each 
observation which included the waypoint number and time, altitude from the radar altimeter, 
number of individuals observed, and which observer made the sighting. 
 
Two pairs of rigid wands attached to the wing struts are used to delineate a constant width sampling 
strip on the ground as seen from the observers’ nominal viewpoint. Marks on the plane windows 
help the observers to maintain a constant eye position with respect to the wands. The mark and 
rigid wands can be seen in Figure 3. Any animals outside of the area delineated by the wands were 
not counted. The standard method was augmented by capturing images of large herds using two 
Canon 7D EOS cameras, also seen in Figure 3. These rigidly mounted cameras were aligned with the 
point of view of each observer. The images were used to correct the final count of elephants within 
the herds. 
 

 

Figure 3. Left – mark and wands used to indicate observer strip, where the bottom wand is extended 
before take-off. Right - Rigidly mounted Canon EOS 7D used to capture images of herds. 
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1.2 ESS overview 
The ESS collects images from aircraft-mounted cameras and identifies elephants within the images 
through processing by a deep neural network and verification of the network’s results by human 
operators. The aircaft used is the SkyReach BushCat Light Sports Aircraft (LSA). 
 

 

Figure 4. SkyReach BushCat. 

An overview of the operation of the ESS is shown in Figure 5. Images are first collected using the 
TriCap capture rig mounted within the BushCat (seen in Figure 6), after which the data is copied onto 
a powerful computer for off-line processing. The data capture equipment consists of three Canon 
EOS 6D Cameras, a laser altimeter and a Raspberry Pi computer. The Canon cameras are equipped 
with 85 mm f/1.8 Canon lenses and have built-in GPS receivers. The cameras operate in shutter priority 
(Tv) mode, with a fixed shutter speed of 1/2500 and an ISO of 100. 

 
The laser altimeter provides accurate altitude measurements at low altitudes while the GPS altitude 
readings are sufficient for higher altitudes. The laser altimeter can also be used to automatically start 
the capture process when a specified altitude has been reached. The Raspberry Pi is used to manage 
and synchronise the data recorded from the sensor. The Pi also connects wirelessly to a handheld 
tablet which provides a user interface where the pilot can monitor the system status and manually 
start and stop data captures. Other than the pilot, no additional human operators are required 
during the data capturing process. 
 
During the off-line processing, a deep neural network processes the images and generates 
heatmaps. These heatmaps indicate the likely location of elephants within the images, an example 
of which is shown in Figure 7. The possible elephant locations are then extracted as detections which 
are presented to a human operator in the DetWeb browser-based application. The human operator 
steps through the images, confirming or rejecting the proposed elephant detections, while also 
checking images with confirmed detections for any additional elephants, as seen in Figure 8.  
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Figure 5. Flow diagram illustrating the operation of the ESS. 

The cameras capture images at a relatively high rate, which results in overlapping images covering 
the same region multiple times. Having the images overlap is advantageous, as complete ground 
cover is ensured and elephants can be verified across multiple images. However, as the same 
elephants are detected multiple times over several images, it is necessary to align the images and 
match the duplicate detections across these images to obtain a set of unique elephant sightings.  
 

 

Figure 6. TriCap data capture rig mounted in a BushCat. 
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Figure 7. An example of a generated heatmap, overlaid onto a visual image, highlighting the likely 
locations of elephants within the image. Enlarged portions of these likely locations are also shown. 
Note the incorrect detection highlighted in red, which necessitates human verification. 

 

Figure 8. Screen capture of DetWeb, used to verify the detections generated by the neural network. 
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The crew who operated the ESS during the Abu comparison exercise are listed in Table 2. 
 

Name Role 

Mr Martin Funk Pilot 

Mr Hannes Naudé Technical support 

Mr Deon Joubert Technical support 

Table 2. ESS survey crew. 

2 Comparison methodology 
For an ideal comparison between the ESS and the EWB methods, both planes would fly directly after 
each other, minimising the time and spatial difference of observations. The large separation in 
altitude at which the two methods operate means that the planes are naturally deconflicted. 
Unfortunately, the cruising speed of the BushCat is somewhat slower than the 160 km/h maintained 
by the Cessna during surveys and needs to be considered. As the EWB crew were actively conducting 
the Botswana Elephant Census, it was decided to make changes to the ESS method and not interfere 
with EWB’s survey work. 
 
Two solutions to deal with the difference in speed were proposed: 

• The ESS BushCat, being the slower aircraft, would attempt to cover the same transect legs as 
EWB. However, whenever the EWB crew would complete a leg, the BushCat would stop flying 
that leg and immediately turn onto the next leg. In this way, the Cessna would continuously 
be overtaking the BushCat, and the two planes would remain fairly close in time and space, 
allowing for better comparisons between sightings.  

• The BushCat would fly the exact same transect legs, completing the whole set in a longer 
time than the Cessna. Here, the intersection of the search areas would be kept pre-
demarcated at the cost of a continually increasing gap in time between the two survey 
planes. 

For the Abu comparison exercise the second option was chosen, and the aircraft took off for each 
sortie at approximately the same time  
 
The ESS, at the design altitude of 4000 ft, would cover a strip approximately 1500 m in width. The 
EWB crew search two strips of 180-200 m each with a blind zone of about 150 m in between. 
Therefore, the ESS would only need a total search strip of about 550 m to completely cover EWB’s 
two search strips and blind zone. Based on this, it was decided to fly the BushCat at a slightly lower 
altitude of 3000 ft, thus reducing the ESS search strip width to about 1130 m, which still provides 
plenty of overlap but with a slightly better ground sample distance (GSD). The captured images had 
to be downsampled to 10 cm GSD so that they could still be processed by the neural network. This 
meant that the network did not benefit from the increase in resolution, but the human verification 
team did. 
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Comparison of elephant observation made by the two methods is difficult due to the differences in 
viewing angle and survey methodologies. It has been attempted to match the observations made by 
the EWB team to that of the ESS, based on the location of the observation and on what side the 
observation was made. This way, it can be determined which elephants were seen by the human 
counting crew but missed by the ESS. In future, once the EWB herd images have been obtained, it 
would be beneficial to properly verify that the same elephant groups were sighted by each method. 
Unfortunately, confirming which of the elephants seen by the ESS were missed by EWB team is much 
less tractable, due to the EWB team not continually capturing images throughout their flights. 

3 Daily Log 
The following section provides a description of each day of the Abu comparison exercise. 

3.1 19-20 July – Assembly and Test Flights 
Messrs Joubert and Naudé arrived in Abu on the 19th of July. The rig was assembled and tested on 
that evening. The pilot, Mr Funk, arrived in the afternoon of next day, having been delayed in 
Windhoek due to aircraft maintenance issues.  
 
Later in the same day, the ESS crew returned to the airfield. The pilot was instructed in the operation 
of the system while all three cameras were focussed. Thereafter two test flights were conducted. 
During the first test flight the overall operation of the system was tested, the focus of all three 
cameras was checked, and it was verified that the pilot could operate the system. The purpose of 
the second test flight was to familiarise the pilot with the process of flying transects. During the test 
flights, it was noted that the capturing process was not automatically started due to a fault in the 
laser altimeter. The pilot had been briefed to check to see if the system was recording and to start 
manually if required, which he did successfully during both flights. 
 
In the evening the comparison methodology was discussed and the transects for the following days’ 
flight were loaded onto the GPS of both planes. The transects were designed by Dr Chase in 
preparation for the census to be perpendicular to the gradient of the expected population density 
for each survey area. 

3.2 Saturday, 21 July – Sortie 1 
Take off for the first sortie of the comparison flight was at 07h51 and landing was at 11h55. The 
sortie was conducted in the south of the NG 26 concession. In an attempt to reduce the amount of 
processing needed (due to wanting to provide results quickly as well as the limited access to 
electricity at the camp) images were captured in both RAW and JPG formats instead of only RAW 
format, removing the need to convert from RAW to JPG in postprocessing.  
 
Unfortunately, capturing in both formats led to image captures being dropped later in the flight. At 
the time, it was hypothesised to be due to the SD cards becoming fuller necessitating the use of slow 
block erase operations to access unused but uncleared storage. To safeguard against this possibility, 
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low level formats were performed on each of the SD cards before each subsequent sortie, but this 
did not seem to alleviate the problem thus disproving this hypothesis. Luckily, only the last three 
transect legs (which were also the shortest) were severely affected. Some scattered captures 
throughout the latter half of the sortie were also lost, but due to the significant overlap in images 
these can safely be ignored. It is now hypothesized that the dropped image captures are related to 
a resource leak in the camera's built-in JPG encoding firmware that causes a gradual degradation in 
performance.  
 
After the flight, the image processing was started back at the camp. Unfortunately, the processing 
could not be completed while in Abu and was only finished once back in Pretoria. This was due to 
backing up the images prior to processing and having to transfer to the Abu Laboratory where there 
was enough power for the intensive GPU processing phase. In addition, the sortie flown was very 
long with a prodigious number of elephants found within the large number of images.  

3.3 Saturday Afternoon, 21 July – Sortie 2 
On the same afternoon, the planes took off just before 16h00 to fly a second, shorter sortie. The sun 
was already fairly low in the sky by this time (only 27 degrees elevation) and this resulted in the 
majority of the sortie's captured images being extremely dark, as can be seen in Figure 9. The 
BushCat landed at about 18h00. 
 

 

Figure 9. Example of dark image from Sortie 2. Elephants were detected within this image but appear 
very ambiguous. 
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Sortie 2 has been processed and the neural network did a reasonable job of finding elephants. 
However, the level of ambiguity that the human verifiers had to deal with is considered 
unacceptable. Therefore, the count for this sortie will not be reported, as we would not be able to 
defend it. 

3.4  Sunday, 22 July 
The next morning the planes took off for another sortie. Unfortunately, a laser altimeter failure 
meant that the recording did not start automatically and due to a misunderstanding in 
communications with the ground crew, the capture was not started manually, which resulted in no 
images recorded.  
 
Usually, the ground crew would be alerted to such a problem through progress report text messages 
from the system, but the cellular coverage in the area was so minimal that no messages were ever 
received. For future surveys, it is suggested that the auto start functionality be disabled as it dilutes 
responsibility for starting the capture and is not reliable enough. Furthermore, it is suggested to add 
to the rig a large coloured LED system indicating the capturing status, so that the pilot can easily see 
whether the system is operating without resorting to the tablet interface, which can be cumbersome 
(if not dangerous) to use during flight. 

3.5 Monday, 23 July – Sortie 3 
The last sortie was flown on the morning of Monday the 23rd. Take-off was at 07h15 and landing 
was at 11h00. As two sorties had already been flown at an altitude of 3000 ft, it was decided to 
reduce the altitude to 2000 ft, to even more closely match the EWB’s team search strip width.  
 
Due to the logistical constraints of Messrs Joubert and Naudé having to return to Maun on the same 
day, the last three transect legs could not be flown. After the BushCat landed, the rig was removed 
and packed at the airfield and Messrs Joubert and Naudé departed for Maun. 

4 Results 
The goal of the comparison exercise is to compare the sightings of the EWB team to the ESS 
detections to determine the relative performance of the ESS. The results for Sorties 1 and 3 are 
presented separately, but first the calculation of the ESS search strip width will be discussed. 

4.1 Strip width calculation 
To calculate the width of our search strip on the ground we start by calculating the horizontal field 

of view of a single camera. This is given by 2 tan (
𝑠𝑒𝑛𝑠𝑜𝑟 𝑤𝑖𝑑𝑡ℎ

2×𝑓𝑜𝑐𝑎𝑙 𝑙𝑒𝑛𝑔𝑡ℎ
) which yields 24.6 degrees.  

 
Now we need to subtract the angles that corresponds to overlap with the left and right cameras 
respectively. The overlap on either side is 533 pixels and 275 pixels respectively out of a total 
horizontal resolution of 5472 pixels. Compensating for the non-linear reduction in effective viewing 
angle due to these overlaps, yields a new horizontal viewing angle of 20.91°. We don't need to do 
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any adjustment to the fields of view for the outer cameras since the total overlap has been 
subtracted from the inner camera. Thus, the total horizontal field of view of the three camera 
combination is 24.6 × 2 + 20.91 = 70.18°. 
 
We can extract the altitude above the WGS84 ellipsoid from the EXIF metadata in each acquired 
image. Using this information combined with ground elevation data from Google Earth, we calculate 
that the BushCat flew at an average height of 875m above ground during Sortie 1 and 563 m above 
ground in Sortie 3.  
 
If we plot the distributions of detected elephants across the x and y axes for a large enough set of 
images, we should expect to observe a roughly uniform distribution. These plots are shown for each 
of the three cameras in Figure 10. As can be seen the distribution is indeed roughly uniform, with 
the two exceptions being detection counts much lower than expected on the left edges of images 
from the two outer cameras. Because these two cameras are rotated 180 degrees with respect to 
one another, these actually correspond to the outer edges of the survey strip. 
 

 

Figure 10. Distribution of detected elephants across the image dimensions for the individual cameras. 
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Explaining the dip in detections on the right-hand side is trivial, since there is some obscuration in 
these images caused by the landing gear that drops a little once there is no longer weight on wheels. 
On the left-hand side, the explanation is a little less obvious as there is no visible obscuration in 
these images.  
 
The drop in detections on the left-most extreme is hypothesised to be caused by a combination of 
the following factors: 

• A small roll variation will cause an elephant on the outer edge of the search strip to be 
outside the image in one or even two out of the images it should have nominally appeared 
in. With only a single opportunity to detect it, we should expect the probability of detection 
to decline considerably.  

• It is in the nature of the neural net that detectability (even as measured on a single image) 
should drop close to the image edge. This is because the net will need to pad the image with 
zeros in order to generate a detection, and this is a situation that would not have been 
encountered during training. 

• As will be discussed in Section 5.1, the subjective image quality drops noticeably closer to 
the edges of the image. 

• The elephants on the edges of the strip will be seen at an angle of about 35 degrees off nadir. 
The vast majority of elephants in the training set were seen at angles much closer to top-
down. This also implies that the neural net would do worse at the edges. 
 

While all these reasons make for a compelling case why we should not be surprised to see 
detectability drop near the strip edges and a good motivation for limiting the search strip 
accordingly, none of them provides us with a clear number. In the absence of any more detailed 
information we simply crop the left and right images to have the same width post-crop and in such 
a way that the landing gear is no longer visible. This requires dropping 542 pixels from both the left 
and right cameras. Due to this operation we lose 38 elephants from sortie 1 and 2 elephants from 
sortie 3 bringing our raw counts to 1665 and 171. This operation yields final strip widths of 1079 m 
and 694 m for sorties 1 and 3.  

4.2 Sortie 1 
A summary of the sightings and detections are presented in Table 3. As can be seen, the ESS has, 
thanks to its wider search strip, found many more elephants that were not found by the EWB team. 
If the ESS total count is normalised to compensate for the larger strip width searched, a count of 617 
is obtained, which is 1.98% higher than the EWB count. Although not statistically significant, this 
result provides an indication that the ESS is most likely not inferior to human crews on a spotting 
accuracy metric and quite possibly superior. Furthermore, it is unlikely that all the additional 
elephants that the ESS found were outside of the EWB search area, hence it is likely that there were 
elephants in the search strips that were missed by the human observers. Unfortunately, this cannot 
be verified due to the reasons discussed in Section 2. 
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EWB 

Search strip width ~400 m 

Number of sightings 95 

Number of elephants counted 605 

ESS  

Search strip width ~1079 m 

Time spent flying transect set 3 hours and 22 minutes 

Number of images 10 059 

Number of elephant instances 3 910 

Number of filtered unique elephants 1 665 

Count normalized to EWB strip width 617 

Difference relative to EWB count +1.98% 

Table 3. Summary of results for Sortie 1, where the last three transect legs have been excluded. 

To obtain the results as listed for the ESS, the human operators had to reject 18 047 false alarms. 
Using a rough estimate for human work rate as 1 verification per second and including the detections 
from other species, the amount of time spent on verification is 6.5 man hours. In practice, more time 
was spent due to processing flow being suboptimal as well as the subsequent registration process. 
If this is accounted for, as well as the time the pilot spent flying the transect legs, the total time spent 
on Sortie 1 by the ESS crew is roughly 13.5 man-hours. Given that the human survey crew spent 16 
hours on just the transect flying, the ESS is more efficient, and even more so when considering that 
the ESS sampled an area almost three times larger than that covered by EWB. However, due to the 
time required for data backups and computer processing, as well as the serial nature of operations 
for the ESS, the human crew still has a faster turnaround time in producing a final count. This is 
further discussed in Section 5. 
 
To determine which EWB sightings were missed by the ESS, the locations for these sightings as well 
as the ESS detections were plotted using Google Earth, as seen in Figure 11. For the purposes of the 
comparison, the sightings and detections for the last three transect legs were ignored due to the 
dropped image captures described in Section 3.2, reducing the total number of sightings from 100 
to 95. By checking whether each EWB sighting had a matching ESS detection in its vicinity, it was 
found that the ESS produced detections matching 89 of the 95 EWB sightings, with 6 of the EWB 
sightings having no corresponding ESS detections. The missed instances are summarised in Table 4.  
 
As can be seen, most of the missed detections were of lone bulls. An attempt was made to find the 
missed elephants within the ESS recorded images manually. Using the GPS location of the 
observation, all ESS images within approximately 1 km of the observation (in some cases more) were 
searched. Of the 6 missed instances, 4 were found manually. Of the remaining two, a potential match 
for Sighting 146 was found but the distance between sighting and detection was quite large. 
Although it is possible that the elephant would have moved that far, it is unlikely.  
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Waypoint ID Description Count Found Manually 

6 Bull 1 Yes 

93 Breeding Herd 3 Yes 

123 Bull 1 Yes. Elephant detected at too low activation. 

146 Bull 1 No, but a bull was found within a 3 km distance. 

170 Breeding Herd 10 No, only a herd of giraffe were found. 

356 Bull 1 Found, but in left camera not in right. 

Table 4. EWB sightings for Sortie 1 that were missed by the ESS. 

 
The most puzzling missing instance was Sighting 170, which is a large herd. This should by all 
accounts be visible within the images. Extensive manual searching only revealed a large herd of 
giraffe. The BushCat passed the location of the sighting 20 minutes after the Cessna had been there. 
Our hypothesis is that the herd had moved out of the ESS search strip by the time the BushCat had 
reached the location. 
 

Sightings 

Number of sightings 95 

Number of missed sightings 6 

Number of missed sightings found manually 4 

Upper bound of accuracy 95.79% 

Lower bound of accuracy 93.68% 

Counts  

Number of elephants 605 

Number of missed elephants 17 

Number of found missed elephants 6 

Upper bound of accuracy 99.01% 

Lower bound of accuracy 97.19% 

Table 5. ESS performance relative to EWB survey team for Sortie 1. 

The performance of the ESS relative to the EWB survey team (i.e. taking the EWB sightings as ground 
truth) is shown in Table 5. Here, the relative accuracy of the ESS is calculated in terms of both the 
sighting instances and the total number of elephants counted. The upper bound of the accuracy was 
computed by assuming that all missed elephants that could not be found after manually searching 
through all the relevant images were in fact not missed at all but had moved outside of the search 
strip. The lower bound is calculated by assuming that all discrepancies are due to misses on the part 
of the ESS.  
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Figure 11. Transects flown during Sortie 1, with EWB sightings shown as numbered red circles and 
ESS detections indicated in blue. Note that the bottom three transect legs have been discarded 
from the analysis as the camera captures were intermittent at this point. 
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4.3 Sortie 3 
The same results analysis process for Sortie 1 was followed for Sortie 3. In comparison with Sortie 1, 
Sortie 3 was much shorted and far fewer elephants were found. From Table 6 it can be seen that the 
ESS count, when normalized to the EWB search strip width, is 99 which is 5.32% higher than EWB’s 
count.  
 

EWB 

Search strip width ~400 m 

Number of sightings 33 

Number of elephants counted 94 

ESS  

Search strip width ~694 m 

Time spent flying transect set 2 hours 

Number of images 6 963 

Number of elephant instances 295 

Number of filtered unique elephants 171 

Count normalized to EWB strip width 99 

Difference relative to EWB count +5.32% 

Table 6. Summary of results for Sortie 3, where the last three transect legs were excluded. 

The transect set flown, EWB sightings and ESS detections were plotted in Figure 12. By studying the 
number of unmatched detections, shown in Table 7, it can be seen that more elephants were missed. 
In studying the sortie images, it can be seen that some of the earlier images were quite dark or were 
affected by very long shadows, which would have had a negative impact on the accuracy. Note also 
that fewer missed sightings were manually found, which might be because of the reduced search 
strip width. 
 

Waypoint ID Description Count Found Manually 

1 Bull 2 No 

2 Breeding Herd 4 No, images are very dark 

12 Breeding Herd 4 Yes. Elephant detected at too low activation. 

13 Breeding Herd 1 No. 

16 Bull 1 Yes. Elephant detected at too low activation. 

17 Bull 1 No 

18 Bull 1 No 

19 Bull 1 No 

20 Bull 1 No 

29 Bull 1 Yes 

30 Bull 1 No 

Table 7. EWB sightings for Sortie 3 that were missed by the ESS. 



 

17 

 
 

 

Figure 12. Transect legs flown during Sortie 3, with EWB sightings shown as numbered red circles 
and ESS detections indicated in blue. Note that the last (left) three transect legs have been 
discarded from the analysis as the ESS BushCat did not complete them. 
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Sightings 

Number of sightings 33 

Number of missed sightings 11 

Number of missed sightings found manually 3 

Upper bound of accuracy 90.90% 

Lower bound of accuracy 66.67% 

Counts  

Number of elephants 94 

Number of missed elephants 18 

Number of found missed elephants 6 

Upper bound of accuracy 93.62% 

Lower bound of accuracy 80.85% 

Table 8. ESS performance relative to EWB survey team for Sortie 3. 

5 User interface discussion 
Although the performance of the system is deemed satisfactory, it is felt that the operation of the 
system needs to be improved upon in several aspects. Firstly, the quality of images collected has 
become a significant issue and is discussed in Section 5.1. Secondly, the manual verification step 
remains a widely unpopular aspect of the system. Despite detailed explanations on the nature of 
the operation of the system (and results showing that it removes 99.9% of all false detections), when 
the verification process is shown to potential users, the conclusion drawn is that the system does 
not work due to the number of false positives shown. While we do not believe that it will be 
technically possible to eliminate verification in the near-term future, we fully expect that the number 
of false positives can be significantly reduced, and we also suggest considering alternative ways to 
present this step. 
 
For example, a dot is displayed in the verification process to represent a machine detection. The dot 
indicates the centroid of the area to be searched (typically the centroid of a cluster of elephants), 
and it is not necessarily expected to lie on an individual elephant. However, the potential user’s 
understanding is that there should be dots on all elephants, and elephants without dots have been 
missed. User perception can be improved by simply removing the dot or by explicitly running an 
elephant detector which is capable of identifying and marking individual elephants. 
 
Finally, there is the issue of processing time. The initial, somewhat arbitrary, aim had been to spend 
one man-minute of verification for every minute of flying time. However, with the many-fold 
increase in coverage due to our increased height and camera count, as well as the additional time 
consumed in registration this goal has gradually slipped. It was disappointing that we were not able 
to complete the manual processing of the first sortie in time to give a final count while still in Abu. 
In this aspect the system is still markedly inferior to a human count with turnaround times of a few 
hours between landing and availability of a final count. This can be addressed in some ways by 
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streamlining the operation process while also adapting the verification process from its general 
approach to a more specific and faster method. 

5.1 Image Quality 
One of the goals of the ESS project has always been to try to extract the maximum performance 
from our photographic equipment, continuously balancing three goals. 

1. Keep capital expenditure on cameras low, preferably using consumer level equipment so as 
to keep barriers to adoption as low as possible. 

2. Maximise search rate. As the search rate in the forward direction is determined by the aerial 
platform's cruising speed which is outside of our control, this typically amounts to 
maximising swath width. 

3. Keep image quality at a level where elephant detection is robust. 
 
In the past we have done a brief study to determine the optimum trade-off between goals one and 
two. Higher end cameras can allow us to increase the search rate of the system which results in a 
saving per square kilometre surveyed. We estimated the areas to be surveyed before the additional 
capital expenditure is recouped to provide a framework guiding the choice of camera and concluded 
that for all but the largest scale (pan-African) surveying efforts, the consumer level SLRs we are using 
provide the best trade-off [2]. 
 
We have also done some work on goal 3. In the initial attempts we often had unacceptable image 
quality results, and this was improved through various experiments with camera settings as well as 
refinements to our pre-flight camera focusing process.  
 
Through a series of improvements, we have reached a point where image quality is generally good 
enough to unambiguously identify elephants, but unfortunately it is not yet particularly consistent, 
and some images have very visible image degradation. Fixing this has not been a huge priority 
because the neural networks seem to cope quite well with the degradation and human observers 
are typically able to adjudicate the border cases, although they might have to refer to other image 
captures showing the same elephant in some cases. 
 
However, during this test we found that poor image quality (even if only in a small fraction of images) 
does significant harm to how the system is perceived. In addition, it may limit the extent to which 
we can use untrained crowdsourced labour for verification and it may limit the use of the acquired 
data for other conservation projects in future. 
 
For these reasons, we feel it may be necessary to devote some time to further investigation of the 
inconsistent image quality issue. We have a number of hypotheses that might explain the issue: 

• When the rig was disassembled after the survey was completed it was noted that there is a 
visible build-up of grime on the lenses. It is likely that this is from the engine exhaust fumes 
which pass underneath the plane and some of this may get deposited on the lenses in flight. 
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• The corner sharpness for the lens when used on a full-frame body such as the 6D deteriorates 
for wider apertures, as can be seen in Figure 13. Thus, the blurring effect near the edges may 
be unavoidable other than by restricting the aperture-range that we allow ourselves to use. 

• The lens we had initially selected had to be replaced because it used a focus-by-wire 
mechanism which made it impossible to externally fix the focus distance by taping the focus 
ring. While our current lenses do have a mechanical coupling between the focus ring and the 
actual focus mechanism, it still includes a clutch mechanism that allows the coupling to slip 
given sufficient torque. It is possible that the focus is still gradually shifting due to forces on 
the lens from gravity and vibration. 
 

We have done some analysis of the recorded images, in an attempt to narrow the causes of the 
image quality degradation. Some of the observations from this test includes: 

• Image quality is not uniform over a given image. Figure 14 shows an example of a photo that 
is crisp and clear in the centre, but noticeably blurred near the left top corner.  

• Image quality is not uniform in a given location across images. While the corners were prone 
to degradation, there are images where all four corners are perfectly crisp. 

• We could not confirm a clear link between aperture and image quality. This largely disproves 
any depth-of-field or corner sharpness related hypotheses. 

• We made several attempts to find an objective measure of image quality that can be 
calculated for natural images. In the end, we always found that our measure would be 
dominated by the actual image content and as such no useful trends in the data could be 
confirmed. 

• We still subjectively perceive image quality to degrade as flight time increases, but the 
degradation is far from monotone (as one would expect if it were attributable to for example 
a build-up of grime on the lenses). Instead it is more akin to Brownian motion with later 
images generally being worse than earlier ones, but some later images being markedly better 
than some earlier ones.  

• The general view in camp was that we should fly at a lower altitude to improve our images. 
Our experiment with this approach on the last day showed that the improvement due to a 
33% increase in GSD was rather underwhelming. This hints that the blur experienced is often 
a significant multiple of the nominal GSD. Figure 15 demonstrates that the clear images taken 
from 3000 ft are preferable over the blurred images captured at 2000 ft. Solving the root 
problem is worth far more than simply compromising on swath width. 
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Figure 13. Centre sharpness for Canon 85mm f/1.8 on Canon 20D and Canon 5D [3] 

 

 

Figure 14. An example showing how quality is not uniform across some images. The enlarged detail 
on the right is much sharper than the detail on the left. 
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Figure 15. Altitude image quality comparison. The top three rows contain elephants detected at 2000 
ft AGL, while the bottom three rows were detected at 3000 ft. The first three columns contain 
elephants of acceptable quality, while the last three columns are of degraded quality. As can be seen, 
good quality 3000 ft images are preferable to the bad quality 2000 ft images. Thus, changing the 
operational altitude cannot be used as a quick fix to address image quality concerns. 
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6 Conclusions 
In summary, the results show some indication that the ESS is possibly superior to manual survey in 
terms of elephant detection rate while also definitely being superior in terms of the total area 
surveyed per flight. The worst-case error rate of less than 3% elephants missed for Sortie 1 compares 
well against the expected human observer miss rate of ~13%, estimated in [4]. Naturally, it is possible 
that the ESS’s miss rate is in addition to the stated 13% rate, but this should be highly unlikely as the 
errors from the two systems should be decorrelated due to the fundamental differences in how 
elephants are detected. Although the results for Sortie 3 are not as positive, given that it is by far 
the smaller sortie in terms of number of images captured and number of elephants sighted, more 
weight is placed on the results from Sortie 1.  
 
The evaluation in this report was biased in favour of the human counting crew since it was only 
possible to identify elephants that the ESS missed. Due to the operating procedure it was not 
possible to confirm instances where the human counting crew had missed elephants. It is proposed 
that the operating procedure be adapted in future tests to enable a more even-handed comparison.  
 
Although the results from the comparison study were very positive, the sample was too small for 
the statistical comparison to carry significant weight. If stronger evidence is required using a 
statistical comparison approach it would be necessary to fly larger areas covering different strata, 
and possibly different seasons.  
 
A different and more cost-effective approach would be to conduct a direct comparison, with both 
methods surveying the same area at (as close as possible to) the same time using the following 
approach: 

• Attempt to synchronise the planes on a per-leg basis of the transect by turning at the same 
time. This implies that the BushCat will fly shorter legs than the Cessna, but since we have 
GPS coordinates for each sighting we could easily filter the sightings down to the set that 
could be expected to lie in the intersection of the search areas. 

• Run the cameras on board the Cessna in video mode. This would require large SD cards, but 
would mean that there is a clear record of everything the human observers saw or missed. 
This would allow us to extend the comparison to a direct two-way comparison.  

Additionally, we still need to do the direct elephant-to-elephant matching using the images the EWB 
team captured of herds. This will help us to evaluate how much of an impact the difference in time 
between the planes had made and can inform the design of future comparison exercises. 
 
The ESS has performed well but there is still room for improvement, as already discussed in Section 
5. In addition, the altimeter-based automatic switch should be removed and replaced with an LED 
system indicating system operation and a hardware switch to start and stop image capturing. The 
operation procedures for both the pilot as well as the technical support crew should be streamlined 
and formalised, to ensure efficient and error-free operation. We also plan to retrain the neural 
network with the large amount of data that we have collected, which should further improve the 
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system’s performance. Finally, we plan to also investigate how the ESS can be reformatted to be able 
to mount onto any aircraft, broadening the potential user base for the system.  
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