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D Joubert, P Marais, 30 May 2017 

In preparation for future survey work, a variety of developments and enhancements have been 
investigated and implemented regarding the robustness, workflow and operation of the Elephant 
Survey System (ESS).  
 
The first of the improvements made was to the newly developed TriCap multicamera capturing rig 
and software [1]. This subsystem performed well during flight tests, however several issues were 
identified with regards to robustness. Section 1 discusses the investigation conducted to diagnose 
the cause of the problems and the changes implemented to fix those problems. 
 
TriCap performs the initial data collection step for the ESS, as illustrated in Figure 1. The last step of 
the survey process is the identification of double-counts, whereby the appearances of the same 
elephants in multiple images are accounted for to ensure an accurate final population estimate. The 
proposed workflow for doing so is detailed in Section 2 along with some preliminary results. 
 

 

Figure 1. Overview of the Elephant Survey System. 
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The ESSWeb tool was developed so that a human operator could easily verify the elephants detected 
by the ESS neural network and find additional elephants during herd inspection. As it is believed that 
other researchers with large collections of images could benefit from such a tool, it has been adapted 
and extended to become Skeye, a general purpose on-line object tagging framework. A small-scale 
public evaluation was conducted and is discussed in Section 4 along with the series of improvements 
implemented based on the feedback. Finally, a conclusion and ideas for future work are presented 
in Section 5. 

1 TriCap Testing and Modification 
Although the flight tests described in [1] were considered a success, two issues were identified that 
would have to be addressed before the next flight. These issues were: 

• Inconsistencies in the rate at which images were captured and 

• The “silent” failure during the second of the test flights. 
These issues could not be traced to any obvious causes, nor did they generate any illuminating error 
messages. Therefore, tools were developed to monitor certain aspects of the system to record 
additional diagnostic information, both for testing and future flights. The tools also removed the 
need for constant supervision during testing, which increased the duration for which tests could be 
run. These longer tests not only helped to reveal the cause of the problem but also served as proof 
of the robustness of the system, so that future test flights could be conducted with a high degree of 
confidence in the system. 
 
From these tests, and from the feedback received after the flight tests, various updates were made 
to the system. Most notable of these updates is the upgrading of the power supply, which now 
provides power to the cameras in addition to all the other components of the system. 

1.1 Monitor tools and reports 
The software monitoring tools were designed to record information regarding the following system 
characteristics: 

• The timestamp at which different parts of the image capturing process were completed, for 
each camera. 

• The amount of RAM used by the Raspberry Pi. 

• The percentage time that the TriCap process uses the CPU of the Raspberry Pi. 

• The amount of free space on the SD card of the Raspberry Pi. 

• The time spent on IO operations on the Raspberry Pi SD Card, weighted by the amount of 
data transferred. 

• The strength of the Wi-Fi hotspot signal. 

• The ping latency to the Google DNS service, which gives an indication of the quality of the 
Tablet’s 3G connection. 

• The ping latency to the router of the Innoventix office LAN, which indicates the quality of the 
connection to the VPN. 
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The monitors are run in separate threads to minimise any additional delays or interference with the 
operation of the TriCap application.  
 
The monitors record their values to the application log file. This file serves as the first point of 
investigation when trying to resolve non-obvious errors. To ease this process, the quality of 
messages already being logged was improved. The HTTP request information was also diverted into 
a separate log file. Furthermore, when a new capturing session/sortie is started, the existing “pre-
session” log files are copied into the session folder, and any log messages recorded during the new 
session are recorded in the session- and the original log files. This approach keeps the records for a 
session together and organised. 
 
After a capture session, the log files can be processed to obtain a graph of the monitored values over 
time with which to quickly detect noteworthy events, an example of which is shown in Figure 2. 

 

Figure 2. Example plot of logged monitor data over time, showing major delays in capture period at 
approximately 05:15 and 07:30 that correlate with events in RAM and SD Card memory usage. 

 

1.2 Inconsistent Capture Rate Investigation 
Figure 3 shows the capture rate from the TriCap cameras during one of the test flights. Here it can 
be seen that there is a repeated fluctuation between the desired 2 s and an erroneous 2.8 s inter-
frame period, with intermittent spikes of longer delays. From lab tests and experimentation with the 
free firmware add-on Magic Lantern [2] it was known that a more consistent rate could be achieved, 
therefore an investigation was undertaken to determine why the system was not performing as 
desired. 
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Figure 3. A plot of the inter-frame time differences for the TriCap system clearly show an inconsistent 
capture rate. 

As no obvious, programmatic reason for this error could be discerned, the monitoring tools 
(discussed in Section 1.1) together with an incremental configuration approach were used to isolate 
and find the problem: The system was first reduced to its most basic components and then tested 
for a significant period. The logs were then evaluated and any apparent errors and unexpected 
deviations were inspected. After all the errors were addressed, an additional component was added 
to the configuration and the process was repeated.  

1.2.1 Basic Configuration Tests 
The first set of tests were run with the following Basic configuration: The application, run on the 
Raspberry Pi, powered from mains, connected directly to the Innoventix office Wi-Fi and “attached” 
to a mock altimeter and cameras. The system was run for a 12-hour period, to flush out any errors 
with the core of the system. These tests led to the identification of two operating system background 
processes, rotatelog and unattended-upgrades, which caused large spikes in inter-frame times. 
These processes write a substantial amount of data to the SD card and interrupt the operation of 
the TriCap application. The background processes were prevented from interrupting by setting the 
priority of the TriCap application to a higher level. As an additional precaution, all SD card writing 
operations of the application where shifted to threaded functions. A subsequent 12-hour test 
showed no spikes in inter-frame times. 

1.2.2 Single Camera Tests 
The next set of tests were conducted using the Basic configuration with a single Canon camera 
connected. From the inter-frame time graph in Figure 4, it is obvious that intermittent spikes in 
timing are already present with such a simple setup. From the experience of the previous set of 
tests, it was hypothesized that the cause for the delays was the writing of the captured image to the 
camera’s SD card.  
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Figure 4. Inter-frame time differences for the Basic configuration with a single camera attached. 

The libgphoto2 command used to capture an image (capture-image) was executing two actions. 
Firstly, it was “triggering” the camera to capture an image, store the image in its internal volatile 
memory and then write the image to the camera’s SD card. Secondly, it was waiting for the camera 
to finish writing the image to the SD card and return the filename. If the delays were caused by 
problems writing to the SD card, then only triggering a capture, and not waiting for the filename, 
would result in a constant capture rate. The test run, of which the inter-frame differences are shown 
in Figure 5, validates this assumption. 
 
By only triggering a capture and not waiting for the image write to finish, a consistent capture rate 
could be obtained. However, the filename of the image was still required to get the preview of the 
image to be displayed on the browser interface. Further experimentation showed that even if the 
filename is waited for only on every 10th image captured, there is always a small chance that a delay 
could occur. The presentation of the image through the web interface is only a diagnostic and not a 
required feature. Therefore, it was decided to wait for the filename after every 10th image triggered 
and only if the user was using the browser interface to monitor the images captured. Using this 
approach, the camera output can still be monitored for test flights but a constant capture rate can 
be guaranteed when flying survey transects. 
 

1.2.3 Further Testing 
Additional testing, with ever more complex configurations, did not exhibit any more delays in the 
inter-frame times. The tests culminated in an outdoor test, with the system running completely from 
independent power, connected to the office VPN through the 3G interface of a tablet, with all the 
sensors connected, for two sessions of 3 hours. No errors were observed during these tests.  
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Throughout the many hours of testing, the fault of the second flight test could not be reproduced. 
However, it is believed that the problem was caused by a component or a setting which is not part 
of the system anymore, and that after all the hours of tests the system has demonstrated its 
reliability. 
 

 

Figure 5. Inter-frame time differences for the Basic configuration with a single camera attached, with 
only the triggering of image captures. The maximum deviation from the desired 2 s inter-frame time 
difference is about 7 ms. 

1.3 System Improvements 
After the cause of the inconsistent capture rate was determined and addressed, other improvements 
were made to the system. 

1.3.1 Hardware Improvements 
Firstly, after the previous test flights [1] showed that the 85 mm f/1.8 lens produced good and 
consistently in-focus images, two more such lenses were purchased so that all cameras on the rig 
now use the same lens. Secondly, the purchased tablet had to be replaced after it failed to start up 
again. A higher quality Samsung Galaxy A6 tablet was procured and performs well – it was used for 
the final long endurance tests described in Section 1.2.  
 
Thirdly, experiments were conducted where the mirror of the camera was kept in its open position, 
with the aim of reducing the mechanical wear the camera is subjected to. However, it was found 
that the solenoid that retracts the mirror draws a significant amount of power if enacted 
continuously, which would have necessitated a far larger power supply than what the rest of the 
system required.  
 
Fourthly, the power supply to the TriCap rig was redesigned and improved upon and is discussed in 
the next section. 
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1.3.1.1 Power Supply Improvements 
The power loom for the TriCap rig was updated to be able to power all the modules from a single 
battery. After some research, we decided that the best solution was to have a single 2S5P (2-series,5-
parallel) lithium ion battery pack. The cameras and altimeter can be powered directly from the 
battery pack while the Raspberry Pi requires a step-down converter for 5 V. 
 
For the batteries, Panasonic NCR18650B cells were chosen for their high-energy density while 
meeting the current requirements of the rig. A 10 A polyfuse and 5 A protection and cell balancing 
circuit were integrated in the battery pack. A diagram of the battery pack is shown in Figure 6. 
 

 

Figure 6. Diagram of the Battery Pack, with integrated fuse, protection and cell balancing. 

The step-down converter was integrated in the loom and affixed to the rig with cable ties. All the 
battery level endpoints were fitted with Female Dean T connectors, while the 5 V supply to the 
Raspberry Pi has a standard Micro-USB connector. A diagram of the connections to the power supply 
is shown in Figure 7. 
 

 

Figure 7. Diagram of the power supply connections. 

The altimeter loom was shortened and routed in a better fashion to make the rig more accessible 
and easier to maintain. A picture of the new power supply, attached to the TriCap rig, is shown in 
Figure 8. 
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Several power tests were conducted to establish an estimate for power usage of the rig in operation 
as well as to determine the peak current requirements. The measurements indicated that the base 
load with all the equipment on is around 0.6-0.8 A, and just below 3 A for less than 250 ms when 3 
shutter activations are done simultaneously. For the calculations, we used 1 A for the base and 3 A 
for 250 ms with a 2 second shutter interval. This gives an average consumption of 10 W at the 
measurement voltage of 8 V.  
 
The NCR18650 cells each have a 12.5 Wh capacity, so for the pack of 10 cells we have 12 5Wh, which 
should provide 12.5 hours of operation with the above measurements. It should be noted that this 
estimate is best case for the measurement scenario and might be less, depending on shutter interval, 
SD card state, CPU load on the Raspberry Pi, as well as battery age and condition. For that reason, it 
is recommended to not exceed 8 hours of use between charges from a fully charged condition. 
 

 

Figure 8. Power supply attached to the TriCap rig. 

1.3.2 Software Improvements 
The following updates were made to the TriCap software: 

• The altimeter output can now be displayed in feet or meters, depending on a configuration 
setting. 

• The lens refocussing procedure was removed, as the focus of the 85 mm f/1.8 lenses can be 
physically locked and does not need to be corrected mid-flight. 

• When starting a new image capturing session through the web interface, the user is 
prompted to enter a session description. This will ensure that flight logs contain enough 
useful information to distinguish them from one another. 
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• A GPS Testing button was added to the web interface, to verify whether the cameras have 
obtained their positions through the GPS receivers. Previously, this had to be checked on the 
cameras themselves. 

• As the Raspberry Pi does not have any on-board power source, it cannot power a clock with 
which to keep time when there is no external power. Upon start-up, the Pi attempts to update 
its internal time through an internet connection, which cannot be guaranteed for all 
conditions in which TriCap will be deployed. Therefore, a procedure was added where the Pi 
updates its internal time to match that of any connected cameras, which get accurate time 
updates via GPS. 

 
Finally, a quick study has shown that, even in areas with abundant cell phone towers, 3G signal 
reception cannot be relied upon. This is due to the design of the radiation pattern for cell phone 
towers, which is maximised for radiation in the main beam direction and not upwards reception, as 
illustrated in Figure 9. 

 

Figure 9. Propagation of the main beam from an antenna mounted on a tower, taken from [3]. 

The main purpose of the browser interface is to provide an easy way to start and stop data capturing 
sessions by the pilot while the aircraft is in the air, and by the support crew when the plane is on the 
ground. The secondary purpose was to provide feedback to the support crew while the plane was in 
the air. As the 3G signal cannot be relied upon to transmit information, it was decided to enact a 
workaround, where information is sent via SMS. 
 
A third-party app, SMS Gateway [4], is run on the tablet. Through a HTTP request, the TriCap 
application can instruct the SMS Gateway to send an SMS through the tablet, containing the time of 
the request, the number of images captured and the altitude measured. This SMS is sent every 5 
minutes, and as an SMS requires very little bandwidth and is automatically transmitted when there 
is adequate signal, the ground crew can now receive a proof-of-life signal far more reliably than 
through the web interface itself.  
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2 Identifying multiple same-elephant detections 
The ESS, as it is currently implemented, naively counts how many elephants were detected within 
captured images. As there is an overlap between sequential images (to ensure that the entire region 
is covered), there are bound to be instances where the same elephant appears in two subsequent 
images. In such a case, the elephant would be counted twice, inflating the final population estimate.  
 
The workflow shown in Figure 10 has been developed to identify elephants that will result in double 
counting. The workflow utilizes Hugin [5], an open-source application for the stitching of photos to 
create panoramas. Although it is not necessary to create panoramas, the underlying command-line 
executables used by Hugin can perform the operations that are required, i.e. finding control points 
within images, determining the transform between those control points and projecting specified 
coordinates between images.  
 

 

Figure 10. Workflow for the identification of double-counted elephants. 

As seen in the overview of the ESS shown in Figure 1, the double-count finding only occurs after 
manual verification of elephant positions. Therefore, the alignment of images is restricted to only 
image pairs where both contain elephants and where the image GPS coordinates indicate that the 
scenes where captured at locations where there is a potential for overlap between the images, even 
if it is only on the opposite corners of the images. Using the Hugin tools, the transform matrix 
between the images of a pair is found, which allows for the projection of the location of elephants 
from one image onto the other. From these projected positions the distances between the elephants 
can be determined, which enables matching of the elephants in one picture with those found in the 
other. 
 
The workflow was tested using images captured during sortie 11 from the Botswana campaign [6]. 
The workflow performed well, matching most of the elephants presented. Figure 11 shows an 
example of a matched elephant, indicated by the red 0, in an image pair with a noticeable white 
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balance difference. Note how the other two elephants (indicated by the blue dots in the bottom left 
image) have been ignored by the workflow. These elephants lie outside of the image when projected 
from the other image (in which they were originally detected).  
 

 

Figure 11. Elephant matched in image pair using the proposed workflow. The image pair is shown on 
the left, while enlarged regions of the matched elephant from the images are shown on the right. 

However, there are some cases in which mismatches have occurred, which require human inspection 
to arbitrate. In Figure 12 examples can be seen where multiple elephants in the bottom images are 
matched to a single elephant in the top images, as the missing elephants are obscured by trees and 
shadows. In these cases, it would be necessary for a human operator to verify that the other 
elephant has not just been overlooked by the human operator or the neural network, but is indeed 
not visible. The operator would also have to decide which of the matches is correct. 
 
The new TriCap rig will be flown at a higher altitude and will produce a smaller difference in viewing 
angle between images, so cases as shown in Figure 12 should be far rarer. However, the projected 
positions of elephants are not always entirely accurate which can lead to mismatches if a group of 
elephants are standing very close to each other, as seen in Figure 13, which still necessitates human 
verification. 
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Figure 12. Examples of failed matchings due to obscuration by shadows (left) and by objects (right). 

Once two elephant detections have been verified to be of the same elephant, the records of the 
detections will need to be updated to reflect this. The detection records already have the capacity 
to link detections according to a parent-child relationship. When an estimate of the elephant 
population for a region needs to be determined, a database query for all parent verified elephant 
detections can be executed, which will return the required count. 
 

 

Figure 13. Example of a failed matching due to proximity of elephants. 
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3 Simulated higher altitude testing  
During experimentation, it was realised that the difficulty with elephant detection is due in larger 
part to low contrast than to low resolution. In fact, the image resolution can be decreased 
significantly with almost no noticeable impact on elephant visibility, as is seen in Figure 14. The 
number of pixels per elephant was reduced, and the elephant were still detectable, if the contrast 
levels were such so that the elephant could be discerned from the background. If this was true for 
humans, was this also true for neural networks? If the networks could be trained to work with lower 
resolution images, that would mean that either less expensive cameras could be used or the same 
cameras could be used but flown at a far higher altitude. The latter possibility results in a larger 
region covered by each capture, which means that surveys could be conducted faster, less 
expensively and with fewer images that need to be processed. 
 

 

Figure 14. The image samples on the left are at normal resolution, while those on the right have been 
down-sampled by 50%. The top pair show how elephants are clearly visible when there is a high level 
of contrast, even if the resolution is lowered. The bottom pair of samples show that an elephant in a 
low contrast image is difficult to see and that decreasing the resolution does not make it much more 
difficult. 

 
An image captured at a higher altitude would have fewer pixels/information for each elephant. To 
verify that a network could detect elephants with less available information, the following test was 
devised: The Midlands VGG network, named after the office park where it was trained, was used to 
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find elephants in a test set of images. For the first ‘normal’ run, the elephants were detected using 
the standard procedure. For the second ‘adjusted’ run, the images were down-sampled by a factor 
of 2 and then up-sampled by a factor of 2. This would simulate a loss of information in the image, 
without having to retrain the network. The test set used was all the images containing elephants 
from the 5th day of the Zambesi campaign [7]. 
 
The results for this test can be seen in Figure 15. The network performs slightly worse on the 
adjusted set, with a 1% drop in true positive rate at the 1 false positive per image target. This is felt 
to be an acceptable trade-off for the advantages that could be gained. 
 

 

Figure 15. Receiver Operating Curves (ROC) for the Midlands network’s performance on the normal 
and on the adjusted test sets. 

If images were to be collected at a higher altitude, it would be wasteful to up-sample the images just 
so that the pixels per elephant would conform to the expectation of the neural network. It would be 
far better to train a network to work directly on images with a lower ground sample distance (GSD). 
To determine if such a network could work, a new VGG network was trained on samples taken from 
down-sampled images.  
 
The training set was drawn from images collected before and during the Botswana campaign and is 
referred to as the All-Bots-High dataset. Images were down-sampled by a factor of two and then 
samples of the elephants, random background samples and false positive samples were extracted. 
The elephant samples were augmented by rotating the samples. Table 2 contains the exact number 
of samples for each category and subset. 
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All-Bots-High Dataset 

Total Samples 37173 

Training Subset Percentage 76.80% 

Validation Subset Percentage 23.20% 

Training Subset 

Total Samples 28549 

Elephant Samples 11031 

Background Samples 17518 

Percentage Elephants 38,64% 

Validation Subset 

Total Samples 8624 

Elephants 2895 

Background 5729 

Percentage Elephants 33,57% 

Table 1. Statistics of the All-Bots-High Dataset. 

The All-Bots-High dataset was then used to train a new VGG network, Highlands, named so because 
it has the same structure as Midlands and was trained on samples taken from the same sources. The 
resulting Receiver Operating Curves (ROC) are shown in Figure 16.  
 

 

Figure 16. ROC Curve for the Highlands Neural Network. 

The Highlands network performs surprisingly well and requires some explanation. Firstly, the 
number of false positives is much lower because the number of regions at which an elephant is 
searched for over an image is much lower. As the image is down-sampled before being processed by 
the neural network, the stride and the size of the receptive field of the network effectively doubles 
when expressed in meters or original pixels. Normally, the image would be evaluated at 
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approximately 16 000 points, for the down-sampled image it is only evaluated at about 5000 points. 
Secondly, due to the larger receptive field, there is a wider band on the edges of the image where 
the network cannot be applied. Therefore, a larger number of real elephants are excluded from the 
evaluation, which can affect the result. Nevertheless, given that the new TriCap rig will produce 4.5 
times as many images as the previous rig, having roughly three-quarters less false positives to verify 
would be greatly beneficial when performing a survey. 
 
The simulated images served well to provide data for testing. However, the simulation does not 
include any atmospheric effects that can influence the image quality at high altitudes. Neither does 
it fully simulate the effect of the image sensors’ Bayer filters, which would lead to lower information 
content in higher altitude images. However, given the reduction in false positives, training a 
Highlands-type network is viable and should be further tested against actual higher altitude images. 
Even if such images cannot be used, a new network with a larger effective receptive filter size must 
still be implemented to take advantage of the reduced false alarm rate. One disadvantage of using a 
larger stride length is that each elephant detection is localised less accurately, but since the human 
verification step pinpoints the exact elephant location this is deemed an acceptable trade-off 
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4 Skeye Evaluation 
The aim of Skeye is to provide ecologists and other scientists with a platform through which they 
can utilize citizen science and machine learning to advance their research. As shown in Figure 17, 
researchers will be able to upload images collected as part of their research and incentivise 
participants to tag objects of interest, which are then used to train neural networks to automatically 
detect these objects in newly collected images.  Although the participants will be incentivised to 
complete a task either through payment, altruism or a “gamified” experience, the interface must be 
error-free and user-friendly to encourage attentive and repeat use, so that the neural networks can 
be trained with enough quality data and provide researchers with useful input. 

 

Figure 17. Proposed Skeye Workflow. 

To ensure that the Skeye user-interface has a design which is generally appealing, an evaluation was 
conducted where participants had to interact with the web application and provide feedback 
through a survey. The evaluation was conducted in two rounds. During the first round, volunteers 
were asked to interact with the tool in an informal manner, for no set goal and for no remuneration. 
From this feedback, the more obvious errors and design defects could be identified and fixed. For 
the second round of evaluation, students were paid to use the system to mark a set number of 
images and thereafter complete the survey. 
 
The participants that would take part in the evaluation were in South Africa. To improve the latency 
experienced by the participants, the application was transferred from the Amazon Web Services 
(AWS) servers in Oregon to those in Ireland. During the transfer, the application was modified to 
experiment with other cloud based services. The application is run on an Elastic Compute Cloud 
(EC2) instance, but now also uses a Simple Cloud Storage Server (S3) to store the uploaded images 
as well as a Relational Database Service (RDS) to host the database records of user interactions and 
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objects marked. In future, the use of cloud based services must be extended to facilitate scalability 
and ensure redundancy. 
 
Between the two rounds of testing, the suggestions and bug fixes from the first round would have 
to be incorporated into the application. To make sure that this could be done quickly and without 
error, the number of unit tests was increased. Behaviour testing, where the appearance and conduct 
of the application is validated, was also implemented - Selenium [8] was used to automate 
interactions with an instance of the application, using a mock database and temporary image files. 

4.1 First round of evaluation 
For the first round, 16 volunteers evaluated the Skeye object marking tool. These volunteers were 
not paid, and typically only interacted with the application for a short while. On average, they 
reviewed only about 4 images, however they marked about 28 elephants each, which is a 
surprisingly high number given the casual nature of their interaction.  
 
Feedback for the first round was obtained through the survey and through direct email 
communication. The structure of the survey changed throughout the first round as a better idea was 
formed of what feedback proved most useful. The final form of the survey is discussed in Section 
4.3. 
 
Nevertheless, the feedback helped to refine the language used throughout the application. 
Previously, the terms feature, object and mark were used interchangeably, as the connotation of the 
terms is very similar for Machine Vision specialists. However, volunteers are obviously not all familiar 
with this usage of the terms, and therefore text in the application was restricted to use the term 
object for the desired target to be identified within an image, and the term mark to indicate the 
shape used to isolate the target. 
 
Furthermore, various changes were made to the interface based on the feedback, of which the major 
changes are: 

• The controls were modified to accommodate users working on laptops with trackpads, on 
which a middle click is often difficult to make. Although the controls will in future be changed 
based on further reflection and experimentation, the controls for the second round of the 
evaluation were: 

o Left click and drag to pan around the image. 
o Use the mouse scroll wheel (or trackpad scroll bar) to zoom. 
o Ctrl and left click to create a new mark. 
o Left click and drag a mark to modify it. 
o Ctrl, left click and drag a mark to move it. 
o Right click a mark to delete it. 

• A demonstration task was implemented using Bootstrap Tour [9], where participants are 
instructed on how to use the application through an interactive guided tour. Example images 
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were also incorporated in the demonstration as well as in the instructions for each task to 
make the interface easier to learn. 

• The loading bar of the images was abandoned in favour of a spinning wheel that covers the 
entire working area, making it obvious that the user should wait until loading has finished. 

• The layout of the interface was changed to maximise the available space for the image. 

• To encourage participants to stay with a task for a longer duration, counters were added that 
show the total number of images reviewed and the number of marks made, to invoke a sense 
of progress in the user. 

• The submit button was removed. The button originally recorded the marks made for the 
image in the database, but as this was also done automatically when navigating through the 
images, the button appeared purposeless to users and caused confusion. 

• The task configuration was extended to provide the administrator with more opportunities 
to explain aspects of, or desired results specific to, the task. 

A screenshot of the resultant Skeye object marking application is shown in Figure 18. 

4.2 Second round of evaluation 
During the second round, 8 students were paid to mark elephants, animals and other objects within 
a set of images. The number of students that participated was surprisingly low and is believed to be 
due to the Easter holiday period over which the evaluation was conducted. The students were 
instructed to complete at least 5 sessions (sets of presented images) and thereafter complete a 
survey. After the survey was completed, the efforts of the student were reviewed and payment was 
made via an electronic fund transfer. The students were paid the following rates: 

• R 0.50 for each unique image reviewed. 

• R 0.20 for each elephant marked. 

• R 0.10 for each animal marked. 

• R 0.10 for each other object marked. 

• R 100.00 for completing the survey. 
The work done by each student was reviewed by creating an administrator’s version of the object 
marking interface, where those images reviewed and marks made by the student for the specific 
task are displayed. Although the tool proved sufficient for this small-scale evaluation, automated 
methods will have to be developed to guarantee scalability in the future. A page showing the 
aggregated results for each task was also created to assist with determining the payment owed to 
each student. 
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Figure 18. Screenshot of the Skeye Object Marking Interface. 

 
Table 2 shows the statistics for the participants in the evaluation. It is interesting to note that all the 
students completed more than the minimum required number of sessions, which indicates that 
financial rewards encourage extended participation. It is also believed that by having a measurable 
goal to achieve (and exceed), the participant becomes engrossed in the game-like feel of the 
interface. The interface should be further gamified to exploit this phenomenon. Reviewing the work 
of each student showed that they tried to find as many as possible animals to mark, although there 
are noticeable differences in how tightly bounding boxes are fitted to the animals. 
 
Student B provided a valuable lesson in how implicit understanding should never be presumed. The 
student had complained that the interface was broken as he could not create any marks. This was 
surprising as none of the previous round of evaluators had any such difficulty. After lengthy 
discussions, it was discovered that the student was clicking and dragging, instead of single clicking, 
when creating a mark. The instructions had simply stated to “hold ctrl and left click”, which in this 
case proved ambiguous. This experience should inform future decisions on how the control actions 
should be defined and how the demonstration should be formulated to create a smooth learning 
curve for the participant.  
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Student Session 
Count 

Unique Images 
Reviewed 

Total Marks 
Made 

Elephants Animal Other Total Earned 

A 19 117 767 513 251 3 R 286.50 

B 30 126 831 831 0 0 R 301.60 

C 21 96 779 588 187 4 R 284.70 

D 11 59 519 311 176 32 R 208.60 

E 10 91 588 436 149 3 R 247.90 

F 14 139 607 510 77 20 R 281.20 

G 11 86 539 364 170 5 R 233.30 

H 10 79 391 270 119 2 R 205.60 

Table 2. Statistics from the second round of the Skeye evaluation. Student B has mistakenly marked 
all animals as elephants and was only rewarded according to the expected maximum number of 
elephants. 

4.3 Survey Results 
The survey attempted to obtain the following information: 

• The participant’s identity (the survey is by default filled in anonymously). 

• A description of the computer on which the participant worked. 

• A score on how user-friendly the participant found the application. 

• A score on how enjoyable the participant found the application. 

• A score on how helpful the participant found the demonstration task. 

• A score on how useable the participant found the controls to the interface. 

• If the participant was ever confused by the application. 

• If the participant has any suggestions or additional comments. 
 
Typically, unless the participant had experienced a specific issue with the interface, a positive answer 
was given for all the questions. However, the following observations stand out: 

• Many participants requested an undo button, which shows how existing GUI paradigms 
influence how users expect to use an interface. The design of Skeye should make learning 
the controls as seamless as possible by conforming as closely as possible to such 
expectations. 

• Participants do not like to experience any uncertainty, whether it is with regards to what to 
do if there are no elephants in a picture, or if an animal appears unclear in an image, or if an 
animal is located on the edge of an image. For repetitive, game-like tasks such as accessed 
through Skeye, the instructions should attempt to eliminate such uncertainties. 

• Conversely, participants often felt that they were presented with too much text, or from their 
work it was evident that not all instructions were carefully read. Therefore, it becomes even 
more important that the design of user-interface should be as simple and self-explanatory as 
possible. Images and videos could also serve to reduce the text fatigue experienced by users. 

• Explaining the purpose of the task is vital, as this makes participants feel that their work is 
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meaningful (and not just a sub-par flash game) which aids in keeping their attention on the 
task. 

• Some users requested a mini-map, showing an overview of where the users are within an 
image while the user is zoomed in. Others requested a button to centre the view of the 
image. This would indicate that participants sometimes felt “lost” within an image, which 
should be prevented. 

• When accessing a task, the participant is presented with a set of images assigned according 
to a defined strategy. This allows the administrator to control the ratio of unmarked and 
“test” images, which in future can automate appraisals of work done by comparison with a 
known ground truth. However, using sets of images prevents the captivation of the user 
through an “endless stream”, such as achieved by Facebook and Pinterest. To facilitate this 
somewhat, when a participant has finished reviewing a set, a pop-up appears which invites 
the participant to continue onto the next set. In future, this approach will be reviewed and 
augmented. 
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5 Conclusion and Future Work 
Several possible improvements to the ESS have been investigated, of which many have been 
implemented. The TriCap rig and application have now been tested for hours on end and is now 
deemed ready to be used to conduct a survey. However, another flight test at SkyReach is still 
recommended, to make sure that there are not any outstanding integration issues and to collect 
data at different altitudes for testing purposes.  
 
A basic workflow for double count detection has been tested and appears to be working. Images 
need to be collected at 590 m AGL to further evaluate the system. Furthermore, the ESSWeb 
interface needs to be extended to show users the detected double counts and allow the user to 
verify how those detections should be handled. As the ESSWeb must be modified, the opportunity 
should be taken to update the interface to reflect the lessons learned during the development of 
Skeye. 
 
The simulated higher altitude tests indicate that using images collected at higher than 590 m is 
possible, although testing with real data is still required to confirm this. Flying at a higher altitude 
would provide significant improvements in the efficiency of the overall system. However, during 
testing it was realised that the VGG network is far too slow to provide the necessary throughput to 
analyse a whole survey in a realistic timeframe.  
 
The Midlands network takes approximately 55 seconds to process an image, which given that an 
hour’s worth of flying will now generate 5400 images, would require 82.5 GPU-hours to process one 
hour’s worth of images. The Highlands network, due to the down-sampling of the image, only takes 
about 11 seconds per image for 16.5 GPU-hours per flight hour. This reduction in processing time 
further strengthens the argument for using down-sampling, but also indicates that greater time 
reductions can be achieved if new network architectures and other techniques are investigated. 
 
The Skeye interface has undergone a public evaluation and been refined according to the feedback 
received. However, given that the platform would have to compete with existing citizen science 
platforms, such as Galaxy Zoo, and micro-tasking platforms, such as Amazon Turk, the interface 
needs to be as sharp and useable as possible. Therefore, we would have to compete for the attention 
of potential users and administrators by addressing the following concerns: 

• Currently, the control interface relies on a keyboard and mouse combination. To further 
extend the potential user base of the system, the interface needs to work with mobile 
devices, especially tablets. 

• To attract researchers, Skeye would have to offer value not available through Galaxy Zoo, 
specifically the training and usage of neural networks.  

• For the evaluation of Skeye, payments were made by Electronic Fund Transfers. In future, this 
would of course have to be automated, which would require a fundamental review of the 
security features. 

• Although the interface has been significantly improved, in future the interface would have to 
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be perfected, perhaps through consultation with professional designers. A bold idea that was 
suggested by a participant would be to have the image cover the entire screen, and have the 
control interface popover when the user drags the cursor to the side of the screen. 
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