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Reducing the False Positive Rate of the ESS 
Hannes Naude and Deon Joubert, 25 May 2016 

The Elephant Survey System (ESS), using deep convolutional networks to identify elephants from 
aerial images, has been shown to perform well on data from the Botswana Test Campaign [1]. During 
evaluation, it was found that very few elephants were missed and a low rate of incorrect 
classifications was achieved. However, given the high number of large images that have to be 
processed by the system, even a very low false positive rate would result in a mass of false detections 
that have to be sifted through by a human operator to find the correct elephant detections. 
 
The ESS identifies elephants within an image by using a classification algorithm within a sliding 
window framework. One way of further reducing the number of false positives is to use a more 
refined detection framework, which would more intelligently find potential elephants before 
classifying them. Such a detector is investigated in Section 1.  
 
The deep neural network models that form the basis of the classification algorithm were trained on 
data gathered from within South Africa. As can be seen in Figure 1, the landscapes observed within 
Botswana are quite varied. By training the models using some of the data gathered, it is believed 
that the models could be “updated” so as to learn an even better representation of the backgrounds 
to be observed. Section 2 details an investigation of two methods that attempt to update the model.  
 

 

Figure 1. Examples of varied backgrounds incorrectly identified as elephants by the ESS from the Tuli 
Nature Reserve (top row) and the Okavango Delta (bottom row). 
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1 Detector Investigation 
The difference between a classifier and a detector is that a classifier is given a single signal (image) 
and must determine which of a number of predefined classes it corresponds to. This implies that the 
object being classified must be the main focus of said image or there could be ambiguity on which 
object is to be classified. A detector on the other hand is presented with an image and must identify 
and localise any number of objects that correspond to predefined classes in this image. In other 
words, a detector may be presented with images that do not contain any objects of the classes it has 
been trained on, or it could be presented with an image with multiple objects of the same or 
different classes.  
 
Given this description, it would appear that a detection algorithm would be the better fit for the task 
of detecting and counting elephants. However, classification is a more thoroughly studied problem, 
to such an extent that some consider it solved: Human level performance had recently been 
surpassed on the ImageNet 2012 classification dataset [2] and the object classification task had 
actually been dropped from the ILSVRC 2015 challenge, although there was still a scene classification 
task. In addition, the fact that very limited scale variation is expected in the top-down view produced 
by the current rig when flown at a constant altitude, means that we can easily emulate detection by 
performing classification over a grid of N positions that completely covers the input image. Finally, 
due to the nature of convolutional neural networks, the computational cost of doing this scales sub-
linearly with N. 
 
However, this does not mean that classification is necessarily a superior approach. Firstly, 
classification cannot directly produce a count, since a single elephant may trigger multiple classifiers 
or multiple elephants standing in a tight grouping may trigger only a single classifier. Given that our 
current accuracy level still requires all detections to be manually verified, this is not a significant 
restriction since the tasks of verification and counting can trivially be folded into one. Secondly, even 
if we were to discard the localisation information, it is possible that the added task of producing this 
information will provide additional regularisation. This regularisation would then ensure that the 
network learns to focus on true distinguishing features of elephants rather than spurious 
correlations, which would help to combat overfitting and is a known technique that is sometimes 
deployed when data is limited.  

1.1 Detection Algorithms 
Two of the major detection algorithm frameworks that exist today are R-CNN (specifically the latest 
version called Faster R-CNN [2]) and YOLO [3]. Faster R-CNN works in two phases. The first phase is 
a class agnostic region proposer that generates a large number of sections that might contain objects 
for any given input image. In the second phase these regions are then fed to a traditional classifier 
that attempts to classify it into one of the known categories. If a classification with high enough 
confidence is found, the region produces a detection. Since multiple overlapping region proposals 
may produce detections for a single object, a non-maximum suppression step is required to clean 
up the output.  
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YOLO is an acronym for “You only look once” which reflects the fact that this algorithm proceeds in 
a single phase. The input image is divided into a discrete grid (7x7 in the reference implementation). 
In each grid cell a number of independent detectors are trained (2 in the reference implementation). 
The output is then thresholded based on the confidence of each individual detector output, non-
maxima suppression is performed and the result emerges. YOLO has the advantage of a much 
simpler processing pipeline that requires a fixed amount of computation per image. It usually has a 
much lower computational cost than R-CNN but slightly underperforms it, although the types of 
errors it is prone to (localization errors) are less serious in our application than those that R-CNN is 
prone to (false positives). 
 
For these reasons, we decided to start our investigation of detectors with YOLO. In order to train a 
detector, we would first need to augment our dataset with localization (bounding box) information. 
To ease this task, we used the Sloth tagging framework, to which we added minor modifications in 
order to display every elephant in our training database, each with a bounding box of a fixed size 
centred on the database location of the elephant. We then contracted students to use the Sloth 
software to iterate through the elephant images adjusting each bounding box to tightly fit the 
elephant in question.  
 
Once this tagging task was completed and we had the dataset in hand we proceeded to train our 
own YOLO detector for a single class (elephants) and obtained subjectively reasonable performance. 
We have not implemented non-maximum suppression yet, and as such, one often sees multiple 
detections on a single elephant.  
 
The fact that the reference implementation of YOLO is implemented in the Darknet package rather 
than in the Caffe framework like the other networks we have been experimenting with makes it non-
trivial to use our existing performance evaluation code to produce a receiver operating characteristic 
(ROC) curve for the detector. However, it is fairly clear even without a quantitative evaluation that 
YOLO underperforms our current classifier by a large margin. This should, perhaps, not be surprising, 
given the discrepancy in effort expended on the training of the two approaches.  
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After having gained some experience with the YOLO detector, we have some criticisms of its 
architecture. The assignment of detections to detectors is a major obstacle in the design of a single-
phase detector (this is not an issue for a multi-phase detector like R-CNN since the same classifier is 
used repeatedly in the second phase). YOLO solves this problem with two distinct strategies: 

 Firstly a detection is assigned to the grid cell which contains its centre point. But there are 

still two detectors within this cell so a second level of assignment is needed.  

 Secondly the detection is assigned to whichever detector is currently closest to getting it 

correct. The designers claim that this strategy allows for specialization within cells, with 

one detector becoming more specialised towards objects of a given aspect ratio, size or 

whatever other feature conveniently partitions the training data. 

It seems to us that the fact that detectors don’t share their final layer weights, would imply that 
training is much more inefficient than it needs to be. Some examples of failures that may occur due 
to this include: 

 If the network was never shown an example of an elephant in the top left grid cell, then 

this detector would be completely insensitive.  

 If the detectors in one grid cell specialised so that one is responsible for detecting calves 

and the other detects adults, then a test example with two adults or two calves in a single 

cell will fail.  

 If a given grid cell never, or only infrequently, had to detect two objects simultaneously 

during training, it is entirely possible that a positive feedback loop will develop, with one 

detector doing slightly better at detecting elephants and therefore receiving the majority of 

training examples, getting even better at detection and so forth with the end result that the 

second detector becomes essentially useless. 
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Figure 2. Some examples of YOLO performance. Top left: Successful detection, but absence of non-
maxima suppression leads to triple detection. Top right: Missed detections and false alarms, the 
detector non-homogeneity becomes obvious. Bottom left: Another example clearly showing lack of 
translation invariance. Bottom Right: Two successful detections with accurate localizations. 

In essence, there is no guarantee that detection performance is uniform over the input image and 
subtle issues in the training set can have serious consequences for test performance.  
 
We would like to propose an alternate architecture, in which only the centre cell is active, and only 
produces a single detection. Multiple objects in the image are then detected by running this detector 
in a convolutional manner over the image. The weight sharing implicit in a convolutional network 
guarantees uniform detection performance over the image and training becomes much more 
efficient. The only penalty that this approach incurs, as far as we can see, is that it becomes 
impossible to generate detections in a small border surrounding the image. (Technically it is still 
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possible if the input image is padded, but then the translation-invariant performance guarantees do 
not hold in the padded area.) Given the large size of, and large degree of overlap between our input 
images, this is not really a serious consideration in our application.  

2 Updating the Deep Network Model 
In the previous evaluation of the ESS [1], the best performing version was found to be one which 
incorporated three models based on different deep network architectures, namely the AlexNet [4], 
GoogLeNet [5] and VGG [6] architectures. These architectures were initially developed to compete 
in the ImageNet challenge, but as the pre-trained versions of the models have been made publicly 
available, they have been widely used in transfer learning research. Although a lot of time and effort 
is saved by using the pre-trained models, further retraining of these models is still quite 
computationally expensive, especially given the vast number of configurations of hyper-parameters 
and dataset combinations that are possible. Therefore it was decided to only attempt updating the 
VGG model, as this model was found to provide the best performance of all the singular models 
retrained for the ESS [1] as well for other applications [7] [8], which would seem to suggest that the 
VGG architecture is the most suited to transfer learning. 
 
Two methods are proposed for updating the deep neural network, differing in the amount of 
computational effort required. These methods are explained in Section 2.2. The performance of 
these update techniques are shown in Section 2.3. However, before these methods are investigated, 
a correction to the manner in which detections are generated using the VGG model is presented in 
Section 2.1.  

2.1 Correction of Heatmap Generation 
To identify elephants within an image, the deep network classifies each part of the image using a 
sliding window, thereby producing a heatmap, or in other words a grey-scale representation of the 
likely locations of elephants. This convolution by the neural network is quite memory intensive 
which, with our current combination of hardware and software, excludes processing the whole of 
the image in one go. Therefore the image is divided into sections which are processed separately, 
after which the outputs are combined. During the course of this investigation, it was realised that 
the heatmaps which were being generated were slightly inaccurate due to errors in the division of 
the image and the reassembly of the outputs. It was decided to correct these errors, so as to obtain 
an accurate representation of the true performance of the VGG-based ESS. 
 
The first error was caused by the fact that the initial output of the neural network processing of a 
section contained an additional row and column, representing the edge of a section where the 
convolutional operator did not have a large enough region to sensibly process and therefore 
produced incorrect values. The previous method of heatmap generation did not take these “offcuts” 
into account, which could produce spurious detections. The corrected method first discards these 
“offcuts” before assembling the heatmap. 
 



 

7 

The second error was caused by incorrectly dividing the input image. Previously, an attempt was 
made to use the whole of the image and not lose any information on the edge of the image. 
However, this only resulted in an incorrect division of the image, where there was a slight overlap 
on the edges of sections, producing heatmap columns and rows with overlapping receptive fields, 
which also resulted in incorrect detections. Fixing this error results in a smaller heatmap which does 
not cover the whole of the input image. Therefore, it would be incorrect to include elephants within 
these areas in any subsequent evaluation, as this would unfairly affect the true detection rate for 
the system.  
 
As can be seen from the ROC curves in Figure 3, there is only a slight increase in overall accuracy 
when using the corrected VGG heatmap method. However, there are other benefits to the improved 
method, in that conversion of coordinates between the input image and the heatmap function 
correctly, which aids the analysis of detections and helps to correctly generate datasets for retraining 
neural networks. 

 

Figure 3. ROC curves for the ESS using the previous and corrected heatmap generation methods on 
the test set. A very slight increase in the overall performance can be seen when utilising the 
corrected VGG heatmap generation method. 

2.2 Update Methodology 
The images from the Botswana Test Campaign were captured during eleven flight sorties. Sorties 1-
4 were flown within the Tuli Nature reserve, located on the border between South Africa and 
Botswana. Sorties 5-11 were flown over the NG 26 concession area within the Okavango Delta. In 
theory, both of these areas should provide examples of unseen backgrounds with which to update 
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the deep network models. Therefore, Sorties 1 and 10 were selected as training datasets to update 
the model, while the remaining sorties could then be used for evaluation.  
 
Datasets for the training sorties were created by having the VGG-based ESS generate detections for 
the specific sortie. A threshold of 0.5 was used so as to obtain samples which the model regarded 
as elephants but of which the greater majority would be examples of backgrounds which confused 
the model. After comparison with the locations of those elephants verified by human operators, a 
dataset with elephants and backgrounds was obtained. These generated datasets are referred to as 
Sortie1 and Sortie10 respectively. The dataset used to generate the previous VGG model is called 
the PreBotswana dataset. 
 
Two methods were devised for updating the VGG model. The Adaptation method attempted to 
quickly retrain the VGG model already trained on the PreBotswana dataset (hereafter referred to as 
the Centurion model after the location where it was first trained) with additional data from one of 
the sorties. Hyper-parameters such as the learning rates were kept conservative, with only a few 
iterations of training undertaken so as to limit the potential of overfitting of the model to the newer 
data as well as to ensure that the update does not take too long.  
 
In contrast, the Full Retrain method retrains the VGG model which has not been exposed to any 
elephant data, referred to as the Oxford model after  the university where the architecture was 
developed. During this retraining, a combination of the PreBotswana with the Sortie1 and/or 
Sortie10 datasets were used. The learning rate, number of iterations and rate adjustment schedule, 
were kept the same as previously used to train the Centurion model and therefore this method is 
quite slow.  

2.3 Results 
To evaluate the proposed update methods, several models were trained using the methods on 
different subsets of the Botswana Test Campaign data. Table 1 shows a list of the models used for 
the evaluation, the initial model used to train the resultant model and the dataset on which the 
model was trained. The Alpha model represents the model as used in the previous evaluation and is 
the same as the Centurion model.  
 

Model Identifier Initial Model  Dataset Trained on 

Alpha Oxford PreBotswana 

November Centurion Sortie1 

Sierra Centurion Sortie10 

Uniform Centurion Sortie1+Sortie10 

Golf Oxford PreBotswana+Sortie1 

Tango Oxford PreBotswana+Sortie10 

Whiskey Oxford PreBotswana+Sortie1+Sortie10 

Table 1. A list showing the names and information for each of the models evaluated. 
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As can be seen from the gaps in the aviation alphabet, a number of models were trained which were 
discarded. These models were the results of experiments with the hyper-parameters, mean 
subtraction techniques used and dataset combinations which did not yield successful models (based 
on results from smaller test sets). 
 
Detections were generated from heatmaps produced using the new method discussed in Section 
2.1. The sorties that comprised the test set were Sorties 2 to 4, 6 to 9 and 11. Sorties 1 and 10 were 
left out as they had been used for training the models listed in Table 1. Sortie 5 had also been used 
to train models and was excluded from the test set during the preparation for the evaluation. 
However, these models were in the end not evaluated due to time constraints and their poor 
performance during preliminary testing. For evaluation purposes, ROC curves were plotted - the 
closer the curves are to the top left of the graph, the better the performance of the model. 

2.3.1 Evaluation on all test sorties 
ROC curves for the different update methods can be seen in Figure 4 and Figure 5. Here it can be 
seen that the Adaptation fails in improving the model and actually reduces the overall performance. 
It would seem that the more data is used to update the model using this technique, the worse the 
model performs.  

 

Figure 4. ROC Curves for the models updated using the Adaptation technique. Performance is far 
from satisfactory. 

The Full Retrain models, on the other hand, perform better than the original, with the best model 
being the one exposed to the largest amount of additional data. Figure 5 also shows a grey vertical 
dashed line which highlights the one false positive per image limit, while the horizontal grey dashed 
line shows the true positive detection rate at this limit. As can be seen, the Full Retrain updated 
models all provide a higher true positive rate at the limit, but perhaps more importantly, if the true 
detection rate is kept the same, the false detection rate is reduced by half. 
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Figure 5. ROC Curves for the models updated using the Full Retrain method. All models perform better 
than the initial VGG method. 

2.3.2 Evaluation on region grouped sorties 
As a general method for updating a model, Adaptation has been shown to be a failure. However, it 
was supposed that the Adaptation models would perform better for data from the same 
environment with which it was trained. In other words, it would be expected that a model adapted 
using data from Sortie 1 would do better on the Tuli Sorties, while a Sortie 10 adapted model would 
do better on NG 26 images. From Figure 6, it can be seen that this is not the case at all. Indeed, the 
model that does the best is the one trained on data from a different region! 
 

  

Figure 6. ROC Curves for the models trained using the Adaptation technique, for the Tuli (left) and 
the NG 26 (right) sorties. 
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Figure 7 shows the performances of the Full Retrain models on the regions separated test sorties. 
Here, familiarity with a region does lead to a better performance. In the end, however, the more 
data a model has been trained with, the better the final performance. 

  

Figure 7. ROC Curves for Full Retrain methods, on the Tuli (left) and NG 26 (right) Sorties. 

3 Conclusion 
The ESS has been shown to perform well, but there are concerns that the false positive rate, despite 
being quite low, was still too high given the large amount of images to be processed. Therefore two 
mechanisms were researched with the aim of reducing this rate – utilizing a detection framework 
and updating the model with newly gathered data. 
 
Massive gains in classifier performance have been made by training on the expanded dataset that 
includes the data gathered in Botswana. This indicates that the model is not yet at the limits of its 
capabilities and should continue to improve as more data is gathered. However, the increase in 
performance could perhaps also be attributed to the fact that the models were trained on hard 
negatives, i.e. background samples that were incorrectly classified as elephants, and not only to 
having been trained on more data. 
 
A puzzling finding is that retraining does not seem to work well when starting from our previous best 
weights. This does not make sense and will be the subject of further investigation. Subtle differences 
in pre-processing settings between the various iterations of training is a likely culprit. Nevertheless, 
as we plan to train a new model using all of the data collected thus far for use in future test flights, 
the comparison of the two update methods indicate how the retraining should be handled. 
 
An initial investigation into object detector based strategies has proven fruitful. In the process, we 
gained experience, not only with the detector itself, but also with the Sloth tagging framework and 
for the first time, sub-contracted the time-consuming, but trivial task of tagging. This has already 
saved many man-hours and will most likely continue to do so.  
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The first detector evaluated, the YOLO detector, is not yet competitive with our classifier based 
elephant detector, but shows potential. An alternative approach that really amounts to a hybrid 
between our current classifier and a detector has been proposed and may be evaluated in future. 
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