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Evaluation of the Detection of Elephants 
using Deep Neural Networks 
Deon Joubert and Hannes Naude, Innoventix Consulting, 29 February 2016 

In previous versions of the Elephant Survey System (ESS), images from an Infrared (IR) camera were 
used to detect the location of potential elephants while visual band images were used to classify 
these detection as either elephants or as part of the background. However, the contrast between 
elephants and the background in IR images was found to be inconsistent, an example of which can 
be seen in Figure 1. It was therefore decided to use the visual band images for both detection and 
classification. The only image processing techniques that have been found to be able to do so are 
based on deep neural networks, which automatically learn the hierarchy of features needed to 
identify specific objects from complex, varying backgrounds. 
 

 

Figure 1. Both elephants in the visual band image (left) are clearly visible, while only one of the 
elephants can be seen in the infrared image (right).  

The data processing and algorithmic framework required to implement and re-train deep neural 
networks has previously been developed [1]. A test campaign [2] was conducted in October of 2015 
in Botswana to collect data from the Tuli game reserve as well as the Okavango Delta, both regions 
with a large number of elephants. The collected images provided the opportunity to test the deep 
network-based ESS with new data that was not used for training, thereby providing an objective 
evaluation of the capabilities the system. 
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1 System Overview 
An overview of the ESS using deep neural networks is shown in Figure 2. A visual band camera and 
laser altimeter are mounted onto a SkyReach BushCat aircraft. The CaptureApp software, running 
on an on-board laptop, manages and synchronises the recording of coordinates, altitudes and 
images from these devices. After a flight has been completed, the data is downloaded onto a more 
powerful desktop computer, which handles the off-line processing.  
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Figure 2. Overview of the Elephant Survey System.  

The first step of the off-line processing is the conversion of the images from the raw camera format 
to JPGs after which all the image metadata is entered into a database. The deep networks are then 
used to generate heatmaps, which indicate the likely location of elephants within the images. From 
these heatmaps, detections are extracted using a set threshold and connected-component labelling. 
A human operator then confirms these detections using the ESSWeb application [1], while also 
checking images with confirmed detections for any additional elephants. Future versions of the ESS 
will also align images to find elephants appearing in sequential images to prevent double counting.  
 
Human intervention is still required to confirm the detections generated by the ESS as the extreme 
imbalance between elephants and background causes any proposed solution to be vulnerable to the 
False positive paradox. This paradox is a statistical result, where despite a highly specific test, false 
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positives are still more probable than true positives, when the overall population has a low incidence 
rate of the condition being tested for and the incidence rate is lower than the false positive rate. This 
is because the probability of a detection corresponding to an elephant is a function not only of the 
accuracy of the classifier that is used but also of the characteristics of the sampled population.  
 
The use of an operator is not a significant limitation during actual operation, as the very same 
relative scarcity of elephants that makes the ESS susceptible to the False positive paradox also means 
that manual verification of detections is quite cheap and given the nature of the work, potentially 
free.  

2 Deep Neural Networks 
Deep neural networks require significant resources and large amounts of data to train. As an 
example, the AlexNet network required five days to train on a dataset of 1.2 million images [3]. 
However, the computer vision research community promotes and benefits from open source and 
therefore many of these pre-trained networks are freely available for downloading and use. As deep 
networks also extract a hierarchical ordering of features, it is possible to apply transfer learning to 
adapt a network from classifying one type of visual dataset to another at a vastly reduced resource 
cost, as the lower-levels of the underlying feature representation remain very similar. 
 
The ESS was tested using three different base networks: AlexNet, VGGNet and GoogLeNet. AlexNet 
was the first deep convolutional network to compete in the ImageNet classification challenge in 
2012, where it outperformed all competitors by a sizeable margin. In subsequent years, new 
architectures have been implemented to further reduce the final error rate for this challenge. 
GoogLeNet [4], developed by Google, used the “Inception” architecture to win the 2014 ImageNet 
challenge. VGGNet [5], from the Visual Geometry Group at the University of Oxford, implemented a 
simple but very deep network to achieve a close second place in 2014. The ESS was tested with the 
re-trained networks as well as with ensembles of these networks, where the median of the 
heatmaps of the individual networks are used to generate detections. 
 
All three of these networks were retrained using data collected and labelled before the Botswana 
test campaign was conducted. Elephant images were obtained by taking snippets centred on 
confirmed elephant sightings. These samples, as well as their mirror images, were then rotated four 
times in 90 degree increments to augment the dataset. Background examples were sampled from 
all images by randomly selecting points from the dataset, subject to the constraint that the points 
be separated from the nearest known elephant by a set minimum distance so as to prevent 
degradation of the training data. 
 
Before the data can be used to retrain the networks, certain modifications need to be made to the 
architecture of the networks. The output layer for deep networks is typically a softmax layer, with a 
number of neurons equal to the number of output classes. This layer has to be replaced with a two 
neuron softmax layer, representing the elephant and background classes. 
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The deep networks were used to generate heatmaps by applying the network over every segment 
of an input image using a sliding-window approach. By converting the architecture of a network to 
a completely convolutional one (using the techniques described in [6]), heatmap generation is made 
more efficient. This required that the convolutional padding be removed so that performance is 
consistent across the whole image, at the cost of not producing classifications near the edges of the 
input image. In certain more complex architectures, where the network layers are arranged in a 
directed acyclic graph rather than a simple chain, it may not be possible to remove all padding. In 
these cases, it may be necessary to take into account that output neurons near image edges may 
not have identical performance to those further away from the edges. In our set of base networks, 
GoogLeNet was the only architecture thus affected.  
 
There are other slight differences in how some of the networks were re-trained, as the development 
of a deep network-based detection system is still in an experimental phase. GoogLeNet and AlexNet 
were retrained with elephant images with a slight, random translational offset of up to 16 pixels, 
instead of having the elephants in the centre of each sample. This jittering was introduced because 
the stride of the heatmap relative to the input image was 32 pixels in both axes, so all elephants not 
on an image boundary are guaranteed to fall within 16 pixels of the receptive field centres of one of 
the output neurons. Additionally, VGGNet was retrained by allowing all the weights of the network 
to be changed, as opposed to the layer-by-layer approach used for the other networks. In future, a 
more systematic comparison where all nets are trained in the exact same fashion could prove 
insightful. 
 
Finally, generating the heatmaps has proven to be computationally expensive, requiring the input 
images to be divided into sections, each processed by the network and the outputs reassembled to 
obtain the final heatmap. The Caffe library [7], used to implement and re-train the networks, stores 
the outputs for each layer of the network onto the Graphical Processor Unit (GPU), of which the 
RAM is too small to store all the outputs for a whole input image for deeper and more complex 
networks such as VGGNet and GoogLeNet. Some effort was devoted to resolving this problem and 
it has been found to be a known issue [8] with several potential resolutions in the pipeline. As the 
operational impact of the issue is currently manageable, it was decided not to devote significant 
development time to it at this stage.   

3 Evaluation Methodology 
The Botswana test campaign recorded 17280 visual band images from over 16 hours of flight time 
[2]. Reporting results on such a large dataset is quite difficult as the establishment of a ground truth 
against which generated detections can be compared to, is prohibitively time intensive. Manual 
examination of every image would not be possible as the images are too numerous and have too 
high a resolution (5472 x 3648), while the elephants are relatively quite small, as can be seen in 
Figure 3. To overcome this difficulty, the test campaign data was utilised in three different ways so 
as to obtain a true indication of the performance of the ESS using the different deep neural networks. 
 



 

5 

 

Figure 3. Example visual band image as captured by the ESS (left), with enlarged area containing 
three elephants (right). Note how the elephants are almost the same colour as the background. 

3.1 Sortie 11 Subset 
Significant effort had been expended during a previous sprint to consolidate system sightings with 
manual observations from the spotter for Sortie 11 of the Botswana test campaign. The other sorties 
could not be analysed as easily due to the following issues: 

 In early flights (Sorties 1-4), the spotter and ESS planes did not always maintain the correct 
separation, or even stay within sight of one another, due to operational issues with radio 
communications and ill-established operating procedures. 

 During some of the sorties the ESS system was not properly seated in its mounting and was 
therefore somewhat misaligned with the nominal observation area. Discrepancies between 
observations reported by ESS and those reported by spotters are therefore to be expected. 

 In several flights, all alignments and separations are correct but the homogeneity of the 
observed landscape at large scale makes it extremely challenging to find corresponding areas 
between spotter and ESS footage. 
 

Sortie 11 is somewhat unique in being free of all of these limitations and therefore the list of known 
elephant locations from this sortie could be used as a ground truth for subsequent evaluation with 
a high degree of confidence. 

3.2 Botswana Test Campaign Dataset 
To obtain a ground truth for the whole of the Botswana test campaign, the images were input into 
an ensemble of the three retrained networks, from where detections were generated using a very 
low threshold of 0.4. The tools of the ESSWeb application were then used to find the elephants 
within the large amount of false positives generated. The verification tool was used to identify 
individual elephants detected at threshold levels of down to 0.961. Concurrent to this process, 
additional elephants were found in images with confirmed elephants using the herd detection tool. 
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Some of the elephants found with the herd detection tool would often only have been found with 
the verification tool at a much lower threshold. The identification of elephants using the ESSWeb 
application was stopped when 1000 false positives were discarded in succession without any 
elephants detected.  
 
Through the described method a total of 1746 elephants from 17277 images were identified and it 
is believed that any elephants that have not been found are overwhelmingly likely to be lone bulls 
or members of small bachelor herds, rather than part of a large matriarchal herd. Therefore the 
aggregate number of missed detections is expected to be insignificant. 
 

3.3 Herd Size Limited Subset 
As the system and tools that are to be evaluated were used in part to establish the ground truth for 
the whole of the test campaign data, the results produced are suspect due to the fact that the 
method is severely exposed to sampling bias. Due to this sampling bias, the true probability of 
detecting elephants can be much lower if there are a large number of undetected elephants in the 
set. To compensate for the possible bias, a ground truth was constructed using only those elephants 
found within images with more than four elephants in total on them. The subset contains 1516 
elephants on 101 images. 
 
When considering the subset of known elephants that are not part of a herd, virtually all elephants 
that are known, are known because the system managed to detect them. Therefore this subset is 
entirely useless for evaluating the system performance. However, as the herd size increases, the 
relative influence of the manual herd detection phase increases and limits can be derived on the 
number of undetected herds of similar size that may be present in the dataset, subject to 
assumptions on the effectiveness of herd detection and independence of detection probabilities.  
 
As an example, consider all known herds of 10 elephants. If, on average, 8 of these elephants from 
any such herd are detected by the system at a given threshold (with the other two having been 
detected during the manual herd detection step), an initial estimate that the system has an 80% 
probability of detection at that threshold can be made. The estimate is valid as long as it can be 
assumed that there are no undetected herds of 10 elephants. If this estimate of the sensitivity of 
the system is correct, the probability of having missed a herd of this size can be calculated as: 
 

𝑃𝑀𝑖𝑠𝑠𝑒𝑑 ℎ𝑒𝑟𝑑 = (1 − 𝑃𝐷𝑒𝑡𝑒𝑐𝑡𝑖𝑜𝑛)𝐻𝑒𝑟𝑑 𝑠𝑖𝑧𝑒  
 

For the current example, the missed herd probability is equal to 0.00001%. Therefore, missing a herd 
of this size is overwhelmingly unlikely, and our initial assumption that there are no undetected herds 
of that size in the set is justified. 
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As mentioned, this method is subject to two assumptions. The first is that the herd detection tool is 
100% effective, i.e. as long as the system has found at least a single member of a herd, the human 
operator will find all other members of the herd using the tool. Such effectiveness is unlikely but for 
the typical range of detection probabilities in which the ESS operates, the validity of the estimate 
will decay gracefully as long as herd detection is highly effective, which it undoubtedly is for all but 
the most densely forested environments.   
 
The second assumption, is that the probability of detection of individual elephants are independent. 
This assumption is false for three reasons:  

 It is not always possible to determine unambiguously which individual elephant was detected 
by the system. Any elephant that is within the radius of the display window in the verification 
tool from a threshold crossing on the heatmap is considered to have been detected. Very 
often herds will cluster together closer than this limit and as such the detection probability 
of elephants in close proximity inevitably becomes correlated.   

 Elephants will be easier to detect on certain backgrounds than others. Since two elephants 
that form part of the same herd will be more likely to appear against the same background 
than two arbitrary elephants from the set, this introduces another source of correlation in 
the probability of detection of herd mates. 

 The quality of acquired imagery does vary from frame to frame, due to focus failures, motion 
blur and poor contrast in low-light conditions. Since these factors will inevitably influence 
the system performance and are implicitly shared between elephants that appear in the 
same image, this introduces a third source of correlation between elephants that form part 
of a single herd. This is assumed to be a temporary problem, since it can and should be 
addressed through using a better camera, limiting the operational window according to light 
levels and adjusting the camera settings, as expanded upon in [9]. 

 

 

Figure 4. Example images showing clusters of elephants on different backgrounds and on images 
with varying levels of image quality. 
   

Despite these limitations, calculating the system sensitivity by excluding small groups provides a 
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valuable engineering estimate of the system performance. Finding better ways to measure 
performance in the absence of reliable ground truth will remain an important aspect of future 
research.  

4 Results 
As has been previously stated, three evaluations were conducted, using the following datasets:  

 The Sortie 11 subset, for which the most unbiased ground truth is available. 

 The complete Botswana test campaign dataset, potentially subject to sampling bias but still 
indicative of the individual system strengths. 

 All images from the Botswana test campaign where there are more than four elephants 
present, thereby eliminating lone bull and bachelor herds, so as to reduce the potential 
sampling bias while keeping the size of the subset as large as possible. 

4.1 Sortie 11 Subset 
The receiver operating characteristic (ROC) curves for the ESS, using various combinations of the 
deep networks, can be seen in Figure 5. An ROC curve shows the performance of the system in terms 
of the number false positives per image and the fraction of ground truth elephants correctly labelled 
for different threshold values. Typically, a higher threshold value would result in a fewer false 
detections but also in fewer true positives, situating the point on the left of the curve. A low 
threshold would result in more true and false detections being generated for which the point would 
be on the right of the curve. The closer the curve is to the top left corner of the graph, the closer the 
system is to achieving an ideal performance where all elephants are detected with no false positives 
generated. 
 
As can be seen in the graph, VGGNet performs the best of all the singular networks, with the 
GoogLeNet network not performing very well for the higher thresholds. Of the combined networks, 
the ensemble of all networks performs the best for high thresholds, achieving a true positive rate of 
0.75 at 1.5 false detection per image. The VGGNet+AlexNet and VGGNet+GoogleNet achieve the 
highest true positive rates but with large numbers of false positives. 
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Figure 5. ROC Curves for various combinations of deep networks on the Sortie 11 subset. 

The use of Herd Detection is emulated by assuming that as long as an image contains at least one 
detect elephant, all other elephants will be found by the human operator. These results can be seen 
in Figure 6, where the ensemble of all networks reaches a very high true positive rate of 0.961 at 
0.488 false positives per image while VGGNet reaches 0.936 for 0.24 false detection per image. 

 

Figure 6. ROC Curves for various combinations of deep networks, assuming the use of the Herd 
Detection ESSWeb tool, on the Sortie 11 subset. 

4.2 Botswana Test Campaign Dataset 
For the complete test campaign data set, the results in Figure 7 and Figure 8 show that VGGNet is 
again the strongest single network but that the ensemble of all the networks outperforms it. When 
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it is assumed that the Herd Detection tool is used, the margin between VGGNet and the All ensemble 
is even less. 

 

Figure 7. ROC Curves for various combinations of deep networks on all of the Botswana test 
campaign data. 

 

Figure 8. ROC Curves for various combinations of deep networks, assuming the use of the Herd 
Detection ESSWeb tool, on the whole of the Botswana test campaign images. 

4.3 Herd Size Limited Subset 
When testing on the herd size limited subset, the results (Figure 9) are very similar to those from the 
whole of the dataset. However, it is interesting to note that VGGNet has a high number of false 
positives per image, even at the highest threshold tested 0.999999. This would indicate that the 
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network generates heatmaps with a number of saturated, high-confidence regions where no 
elephants are present. As the other networks do not seem to suffer from this problem, the output 
from the networks can be said to be uncorrelated. The combination of the networks into an 
ensemble is therefore a good idea, as is validated in the graph of Figure 9. 

 

Figure 9. ROC Curves for various combinations of deep networks on images from the Botswana test 
campaign with more than four elephants. 

5 Conclusion 
By using an ensemble of deep neural networks, a system has been built that is capable of detecting 
elephants at a rate of 0.8 true detections for the low false alarm rate of one per image, as tested 
using all images gathered during the Botswana test campaign. This represents a remarkable 
improvement over previous versions of the ESS using other image processing techniques. 
 
However, as images are being captured once every three second of flight, 1200 false detections will 
be produced for every one hour of flying. The final dataset contains roughly ten false detections for 
every one elephant correctly detected for an area surveyed which has a dense elephant population. 
This high rate of false detections is addressed by using a hybrid approach, where the final 
classification is handled by human operators. Using the current ESSWeb application, false alarms can 
be rejected at a rate of one per second, which for an hour’s worth of flying translates into 20 minutes 
of human effort. While it would be satisfying to develop the system to a point where it is fully 
automated, this is not necessarily required as the human labour can probably be crowd-sourced at 
minimal or zero cost, using services such as Amazon’s Mechanical Turk. 
 
As was stated in Section 2, the individual base networks were retrained using different 
methodologies. The jittering of elephant samples was used to train GoogLeNet to make the network 
more robust to small translational offsets. However, as VGGNet, where the jittering was not 
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performed (initially due to an oversight) is currently the best performing single-network 
architecture, it appears that it may not be required. Confirming whether the performance of 
GoogLeNet can be improved by removing the jittering or boosting VGGNet further by reintroducing 
it will probably be investigated in the next sprint. 
 
There are a number of images for which the image quality is very poor, examples of which can be 
seen in Figure 3 and Figure 4. Possible changes to the camera configuration of the ESS have been 
investigated [9] and could lead to an improvement in the overall performance of the ESS. A next step 
in terms of the further development of the ESS is that double counting of elephants must be 
prevented. As there is some overlap in sequentially recorded images, the same elephant can appear 
in two images and could be counted twice. The alignment of images, using perhaps a wide baseline 
stereo algorithm, must be investigated to allow for the automatic consolidation of all observations 
into a single count. 
 
Recently, Microsoft has developed the ResNet deep network, which won the LSVRC 2015 
classification challenge [10]. Once the network has been released in useable format, it would be 
insightful to see how well this network can be retrained to detect elephants. Another interesting 
research path might be to use Faster-RCNN [11] to detect elephants, rather than emulating detection 
using normal classification with a sliding window. Using Faster-RCNN could dramatically reduce the 
number of candidate regions to be classified, which would reduce the number of false positives 
generated for the same true positive rate. On the other hand, some of the elephants found are so 
poorly delineated that they could be missed by the region proposer phase. Finally, the augmentation 
of the dataset through colour perturbation could help to address the elephant to background 
imbalance, while test-time augmentation could be used to improve the validity of test results. 
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