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Problem Statement
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▶ African Elephants are being poached at an unprecedented rate.
▶ Populations are very concentrated in a few well-protected areas.
▶ Huge error margins on population estimates, as well as range 

estimates.
▶ There are ongoing efforts to gather better data, but the manual 

survey method being used has severe limitations:
▶ Accuracy of a manual count is not known, but likely to be 

poor.
▶ Errors are unlikely to be unbiased.
▶ Errors will vary with spotter, fatigue levels, time-of-day etc.



Manual Surveys
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Elephant Survey System – Brief 
History
▶ Paul Maritz chooses to sponsor 

development of an automated system.

▶ Approaches iKubu in early 2014.

▶ iKubu develops camera rig for use in 
BushCat LSA, as well as data acquisition 
software and an early version of the 
elephant detection software.

▶ iKubu gets acquired by Garmin in late 
2014 and proposes that Innoventix 
continue the work.
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▶ Innoventix has redone the detection pipeline and executed a large scale 
trial of the system.  



ESS – Original detection pipeline
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ESS – Original detection pipeline
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ESS – New data
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▶ New data was gathered during May 2015.
▶ This data raised serious doubts about the reliability of performing 

detection primarily in the IR channel and ultimately prompted us 
to radically change the design, in order to perform detection 
directly in the visual channel.



ESS – Deep learning
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▶ Installed caffe on an Amazon EC2 instance.
▶ Downloaded a pre-trained AlexNet.
▶ Used AlexNet to do feature extraction on this set (pool5 

layer activations).
▶ Found that even without any training, a single carefully 

selected neuron from pool5 would prove more capable at 
detecting elephants than all the hand-crafted features 
evaluated before.

▶ After training, the error rate was several orders of 
magnitude lower than our previous best.
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Field work

Data gathering has taken place in:

▶ Zulu Nyala Private game reserve (SA)
▶ Phinda private Game reserve (SA)
▶ Northern Tuli Game reserve (Botswana)
▶ NG26 Concession (Botswana)
▶ Madikwe Game reserve (SA)
▶ Bwabwata and Mudumu game reserves (Namibia)
▶ Etosha Heights Game reserve (Namibia)

Gathered dataset

▶ 96 837 images covering an estimated 720 000 hectares
▶ 1077 images containing known elephants
▶ >95 000 backgroundimages characterising a wide range of natural 

backgrounds
▶ 9545 elephant images of which 6786 are nominally unique
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ESS format of results.
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▶ False positive paradox implies that due to the extreme rarity of elephants relative to 
background, the majority of detections would still be spurious detections on background 
patches rather than true elephants.

▶ Even if this was not the case, it is not possible to produce a final count from a heatmap, 
since the heatmap resolution is too low to distinguish a single elephant from two or more 
elephants clustering close together. 

▶ We can improve heatmap resolution until we end up with semantic segmentation, but 
even then some post-processing would be necessary, since elephants cluster as to be 
physically touching one another. Likely to be brittle.

▶ Alternatively we can cast it as a regression problem with the nets being trained to 
directly output a count, or localization information for the elephants in the window.

▶ However, given the problem with false alarms, the simplest solution is to use the existing 
detector to do 99.9% of the job and human effort to complete the last 0.1%. If we have 
to verify detections manually anyway, rolling a count into this step comes at a very small 
cost. 



ESS Capture rig
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Inference pipeline

▶ Obvious pressure on classification accuracy
▶ Less obvious pressure on computational efficiency 

because:
▶ Need to show results with quick turnaround when 

working with stakeholders in the field
▶ Limited computational resources available when 

travelling
▶ Erratic availability of power makes operating from a 

laptop a big plus.
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Training pipeline
▶ Appropriate setup of training pipeline critical for good 

performance. 
▶ Initially created a static training set by cropping known 

elephants and randomly sampling background 
examples.

▶ False alarms are consistently associated with rare 
landmark features.

▶ Hard negative mining. Initially batched, but now 
online.

▶ Why is use of fully convolutional backward pass so 
uncommon in classifier training? Instead we see 
random crops generally being used.
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Training pipeline
▶ Memory constraints mean that only a single source image at a 

time fits into a batch.
▶ Batch size = 1 is misleading, since each image contains 3249 

crops, each of which corresponds to a training example.
▶ This creates problems with BN. Yet to try Batch Renorm.
▶ More efficient learning allows us to run into overfitting.
▶ Preferred regularizer : More Data.
▶ We don’t have more elephant data, but we have a virtually 

infinite pool of background data.
▶ We interleave Elephant and background images into a single 

stream. 
▶ BG overfits more than Elephant!?

 



ESS – How well does it work?
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▶ Quantitative evaluation of the ESS has always been a 
challenge.

▶ Mainly because we do not really trust our ground truth.
▶ No satisfying solution.



ESS – How well does it work?
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ESS – How well does it work?
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Traditional ESS

Recommended search rate <1 km2/min 2.3 km2/min

Crew 4 1

Aerial platform 4-6 seater 2-seater

Accuracy Worse? Better?



Data bycatch
▶ Count may improve over time as networks get better.
▶ Data may be used for other studies at a later time

▶ game paths
▶ other game counts
▶ orthophoto / DEM
▶ Pattern of life
▶ Aid in finding of carcasses
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Other applications
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Other applications
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Conclusion
▶ Cheap aerial surveying is becoming ubiquitous. 
▶ For many tasks the bottleneck now becomes making 

sense of all the collected imagery
▶ We plan to provide a solution for a large subset of 

these, with wildlife surveying being the first example 
application.

▶ Proving performance levels is a major challenge in the 
real world.

▶ Being able to bootstrap from small initial sets of 
annotations is crucial. 
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