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In a previously submitted report, the work done by Mr. Deon Joubert was outlined. The purpose of 

this report is to summarise the work done by the author on the Camera trap task during the period 

27 Feb-3 April 2019.

During this period the author:

• evaluated the performance of the neural network that Mr. Joubert trained using the Trintet 

system.

• Investigated further the observation that deep neural nets tend to overemphasize the 

importance of low-level features (such as texture), proposed a novel architectural 

innovation that would lead the net to prefer higher level features and implemented a proof-

of-concept for this architecture.

• Came across the iWildcam competition, supported by Microsoft AI for Earth, which led to 

several new resources, including a pre-trained detection network for animal detection, 

which I proceeded to evaluate.

This report will be divided into three sections describing in broad outline each of the three main 

lines of investigation mentioned above.

Evaluation of Trintet Networks.
During February, Mr. Joubert trained a detector using the Trintet system built on Amazon 

SageMaker to train two different detection networks. While we used the built in evaluation 

capabilities of Trintet to evaluate quantitatively the performance of the resulting detectors, we could

not directly compare these results to the results provided by the RetinaNet trained by myself during

December. This was because I had evaluated RetinaNet on a per-cluster basis (where a cluster is 

a group of detections from a trap, which is grouped together based on spatial and temporal 



proximity). Each cluster would be assigned a single label based on a soft voting scheme over 

species detector outputs. Trintet, being a generic framework for arbitrary object detection, has no 

concept of clusters and could not generate a comparable result.

However, the intention has always been that once Trintet has been used to train a detector, one 

should be able to download the model and execute it locally, rather than to be beholden to the 

cloud infrastructure provider in perpetuity. Therefore Mr. Joubert and myself went through the 

process to prove this part of the system by exporting the model, getting it running locally, and 

verifying that local and cloud-based results match exactly. Once we completed this, I ran both 

detectors over all images in the Kwara, Chete and Sikumi surveys and generated per-cluster 

results. 

Figure 1: Precision-Recall curve for lions in the Chete survey dataset.

The resulting precision-recall curves for the three predator species present in Chete are shown in

Figure 1,2 and 3 respectively. The two trintet networks are referred to in these plots as SageMaker 

and Sagemaker3. These plots convey a somewhat mixed message. On the one hand the 

performance on the Spotted Hyena class has been drastically improved, with maximum recall 

improving from around 70% to being in excess of 95%. Performance on the leopard class is 

somewhat worse in terms of precision, while being either better or worse in terms of recall 

depending on which variant of Trintet network we are considering. It is important to keep in mind 



though that precision is very much a secondary goal in this application and especially for the rarer 

classes such as leopard. While a drop in precision from 80% down to 50% as we see for the 

leopard class seems dramatic on a precision-recall curve, with only 30 leopard observations in total

it only corresponds to 23 additional images to be inspected. 

Figure 2: Precision-Recall curve for Spotted Hyenas in the Chete survey 
dataset

Lastly the precision-recall curve for the lion class remains atrocious, but recollect that the 

performance on this class was not considered problematic before, since all the missed lions were 

classified as warthog. By the simple ad-hoc approach of adding the warthog class to the images to 

be inspected manually, we can obtain 100% recall on lions at the price of a reduction in precision, 

which as pointed out before corresponds to relatively little additional labour. However, in the case 

of the Trintet networks, the confusion matrix is not so well behaved. 



Figure 3: Precision-Recall curve for leopards in the Chete survey dataset

For the sake of brevity we show here a reduced confusion matrix focussing on the lion class as 

detected by the SageMaker network

Lion

Lion 3

Reedbuck 2

Serval 1

Caracal 1

Zorilla 1

Genet 1

Baboon 1

Table 1:Confusion Matrix for SageMaker network on lions Chete Survey. True classes appear in 
columns and assigned classes in rows. Numbers represent number of clusters.



In summary, there is no clear winner between the Trintet and Retinanet networks, which is good as

it indicates that Trintet-trained networks can reach similar levels of performance to those that were 

trained with far more manual effort and machine-learning knowledge. It also shows that the kinds 

of errors that Trintet networks make are at least somewhat decorrelated with the errors from a 

different architecture net, trained on the same data, which indicates that ensembles of detectors 

may potentially be used to boost performance at the cost of additional computation.

Network architecture research
As mentioned in my previous report, consideration of the types of errors that our detectors make 

strongly suggests that our networks are overly reliant on low-level features, such as texture, and 

slow to learn to recognise higher level features such as the sloping back of a hyena or the 

muscular build of a lion. This is an observation that has recently been quantified in the academic 

literature, using bagnets (which is a neural net that has been intentionally crippled to be blind to the

spatial relations between image features). To the best of our knowledge only a single fix has so far 

been proposed, which is to use style transfer techniques to create a related dataset where the 

information in texture has largely been removed. The authors show that by first training on this 

‘stylised’ dataset and then fine-tuning on the original set, generalization and robustness is 

improved.

However, this solution is extremely computationally demanding and probably not viable in smaller 

projects where one cannot devote thousands of GPU hours in order to gain a few percent 

classification performance. Having considered the problem we came up with an alternative and 

somewhat more elegant solution. We proposed and investigated the meta-architecture shown in

Figure 4.

Figure 4: Proposed meta-architecture to prevent learning of class-specific low-level features.

https://arxiv.org/abs/1811.12231
https://openreview.net/forum?id=SkfMWhAqYQ


The architecture contains 3 different components, namely a convolutional neural network 

classification head, an auxiliary bagnet classifier and a shared feature extractor. The bagnet and 

CNN outputs are trained in an adversarial manner where the bagnet is trying to minimise its own 

classification loss while the CNN tries to minimise its own loss while simultaneously trying to 

maximise the bagnet loss. The CNN has two advantages

• The bagnet minimisation cannot adjust the feature extraction weights, while the CNN can.

• The bagnet network is intentionally crippled to only have access to statistical properties of 

the extracted features. It is effectively blind to the geometric relations between features. 

What it sees is analogous to an unbuilt puzzle. It may be able to detect lines, corners or 

dots in individual pieces, and the image statistics are unchanged, but it cannot see the 

entire animal because the geometric relations between pieces have been lost.

Thus the goal is to learn a feature extractor that extracts a set of low level features and a classifier 

that seperates the classes cleanly based on these features subject to the constraint that the 

distribution of the features should not by itself be powerful enough to achieve the task. This 

discourages the use of overly class-specific low-level features (such as a detector for black dots on

a yellow background in order to find leopards). 

Possibly one does not want to completely give up the capability of the net to see this kind of texture

based clues, but merely to limit the amount of resources that is devoted to it. To achieve this the 

architecture can be modified as shown in Figure 3, only allowing the bagnet access to some subset

of the low-level features. The exempted feature channels are then free to learn class specific 

features as before.

Figure 5: Proposed meta-architecture to allow a limited amount of class-specific low-level 
features.  
To quickly prove this concept in an implementation, we created our own custom toy dataset. The 

task was to classify rectangles on a plain background into horizontally or vertically oriented 



classes. This is a trivial problem for even a very simple network to learn. However, to complicate 

matters we introduced a intentionally misleading low-level texture feature. Specifically, in the 

training set, all the horizontally oriented bars were hatched with horizontal lines and the vertical 

bars with vertical lines while in the test set, the hatching was reversed. 

The hypothesis was that, 

• absent any constraints, a neural net will learn to classify by texture because this is easily 

learnt and works perfectly on the training set and

• When constrained with an adversarial bagnet, the neural net would be forced to learn 

features that are invariant to the low level texture (which the bagnet can also see) and focus

on the higher level geometry (which it cannot). 

Figure 6: Training and test error curves showing typical training behaviour of the proposed
network on the toy dataset



Both of these predictions were borne out in experiments, where we could clearly see training error 

dropping to zero very fast, while test error shot to 100%. However, with the addition of the auxiliary 

adversarial loss on bagnet performance, the neural net eventually learns to ignore the texture 

completely and learns the higher level geometric distinction, which result in 0% error on both 

training and test sets. 

The training and test error rates for a typical training run with this architecture is shown in Figure 6. 

We can clearly see that these error rates initially move in perfect opposition as the neural net very 

quickly learns the texture rule that separates the classes on the training set but is reversed on the 

test set. Without the bagnet regularisation term, training error quickly goes to zero and learning 

effectively terminates. With the term present, we see that training error shoots up from time to time 

when the adversarial bagnet loss term forces changes to the feature extractor, suppressing the 

texture signal that the classifier at this point relies on. 

At around epoch 400 the symmetry between training and test errors is broken as the network for 

the first time starts using reliable shape information. This results in continuous improvement in test 

error which eventually goes to zero. 

Online resources for camera trap work
As part of a wider literature study, we encountered the iWildcam contest, which is now in its second

year and is presented as part of the Fine Grained Visual Classification workshop at CVPR 2019. 

We took a look at last year’s leaderboard but haven’t been able to find documentation on any of 

the top entries. 

This resource also led us to the lila.science page which is a repository for data sets related to 

biology and conservation, intended as a resource for both machine learning  researchers and 

those that want to harness ML for biology and conservation. This page contains several relevant 

datasets as well as 100 000 labeled bounding boxes for the Snapshot Serengeti dataset, for which 

we have expended some tagging effort ourselves. We are currently busy downloading the datasets

and labels. 

Lastly it led us to this github page maintained by the Microsoft AI for Earth team with a lot of 

resources for camera trap oriented work. The most obviously useful resource is a pretrained 

generic animal detector model known as MegaDetector. We downloaded this and integrated it into 

https://github.com/Microsoft/CameraTraps
http://lila.science/
https://www.kaggle.com/c/iwildcam-2019-fgvc6


the rest of our framework for evaluation. While it is significantly bigger and slower than our current 

models (it would not execute on a dev laptop, but runs just fine on the 980Ti that we have in our 

desktop DL machine) it also performs remarkably well.

The MegaDetector was evaluated on the Chete dataset. This set contains 39173 images with 

26173 of these images having been judged by the WIldCRU staff to contain an animal. Of these 

some 25485 are correctly detected by megaNet yielding a recall figure-of-merit of 97.3%. In 

addition MegaNet produces some 2300 detections judged as false positives against the WildCRU 

ground truth, resulting in precision of 91.7%. 

In reality the results are even better than these figures suggest, since a quick visual inspection of 

the results shows that the errors are attributable to the following effects:

• The vast majority of missed detections occur on elephants and giraffes, which due to the 

mounting of the WIldCRU traps usually show a severely cropped version of the animal. 

Very few such examples occur in the set of examples that MegaNet was trained on, so it 

understandably does poorly on these cases. These are legitimate misses, but given that the

focus of the WildCRU study is on predators, they are, at least for the moment, misses with 

very little operational impact. 

• Some of our “missed detections” are not missed detections at all, but images that were 

tagged as positives by WildCRU because they form part of clusters of observations that do 

contain animals. 

• The MegaNet detector is not trained to detect humans or vehicles, but does have a quite 

high false alarm rate when these classes are present as they were absent or very rare in 

the training set. In the WildCRU set, no consistent rule seems to have been followed for 

whether these are positives or negatives with the net result that quite a lot of both the false 

alarms and the missed detections are due to humans and/or vehicles present in the 

images. Again, these are low cost errors in the operational context. 

• Some of our “false alarms” are not false alarms at all but missed detections on the part of 

the humans. 

• Sometimes a camera is disturbed by wildlife, and ends up lying face down on the ground or 

in some other orientation where it’s chances of capturing legitimate wildlife observations is 

negligible. The images that are acquired in these situations, do not resemble the target 

class (animal) but they do not resemble the learnt background model either, resulting in a 

substantially higher false alarm rate on this subset of the image set. However, if a camera 



can be seen to have been dislodged from it’s mount, the human verifier should be able to 

disregard all further images/detections from that camera from that point on. Therefore, in 

these cases tens or hundreds of detections can be discarded with a single click, resulting in

a much higher precision figure, among the subset of images that are actually ever seen by 

a human observer.

• In a few cases, a single static feature in the image seems to have consistently tripped the 

animal detector. While these are legitimate failures, the static nature of the setup and the 

triggering feature, means that once a verifier has marked a specific detection as a static 

false alarm, some very simple code could be used to remove all other instances of that 

trigger from the set. Once again this removes many false alarms with a single click, 

dramatically improving realised precision.

All of these factors together mean that both the recall as measured on the predator subset of the 

data and the precision as measured over the subset of images actually seen by a verifier will be 

substantially higher. Keep in mind however, that this detector provides no species level 

classification, so a human observer will still need to go through all 25485 true positives in order to 

find the species of interest. To solve this issue we will need to augment this detector with a 

auxiliary species classifier output. It should be possible to do this without compromising the 

fantastic animal detection performance that this detector provides.

Lastly we evaluated the detector on the predator subset of the Chete dataset to verify our 

hypothesis that predator detection performance is significantly better than mean detection 

performance. We found that of the 615 predator images present in the set only 4 are missed, for a 

recall of 99.3%. These four images are shown in Figures 7-10.



Figure 7

Figure 7 is tagged in the WildCRU set as containing a spotted hyena, but no such animal is visible 

to the author. When seen alongside the subsequent photo taken a few seconds later (in which a 

hyena is present and clearly visible) it becomes apparent that a blur just to the left of center of the 

image is not a permanent part of the background, but must have been a fast moving brownish 



animal. With the context of the hyena in the next frame, spotted hyena seems like a likely guess as

to the nature of this blur, but without this context, the blur is not really identifiable, even as an 

animal with any degree of certainty. 

Figure 8

Figure 8 shows a female lion passing behind a tree, but it takes a fairly sharp eye to see her. This 

image is part of a larger set of observations of this same lioness, all of which were detected by 

MegaNet, so clustering would definitely have resulted in this image also having been found in 

practice.

Figure 9 is also tagged as lion, but there is only a very narrow line of pixels on the left edge of the 

image that may be attributable to an animal. The WildCRU staff was only able to tag it as lion 

because of the context provided by other images in the cluster (an image taken 1 minute earlier 



shows an extreme close-up of a lion’s eye). Once again these other examples were not missed by 

MegaNet. 

Figure 9

Lastly Figure 10 shows a hyena, but it is barely visible due to some optical effect that significantly 

degraded night time images from this specific camera.

In summary, it appears that MegaNet provides near-perfect recall on the subset of predator 

images. The precision on this task is poor (because it is an animal detector, not a predator detector

so all other animals are detected and counted as false alarms) but it is eminently suitable as a first 

stage in any system that hopes to filter predator images out of a larger set with perfect recall. 



Figure 10
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