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TrapTagger is a web application capable of drastically reducing the time and associated cost in
annotating camera-trap surveys by as much as 99.7% by leveraging a number of heuristic techniques
and artificial intelligence technologies. The application has been developed to facilitate a number of
approaches to annotating a survey that allow for varying levels of compromise between annotation
speed, accuracy, and cost. This report serves to compare these approaches both against each other,
and against the traditional approach used at the Wildlife Conservation Research Unit (WildCRU),
whereby images were manually copied and pasted into different folders depending on the species
contained therein.
The first annotation approach, that allows for maximum accuracy, requires a survey to be manually
annotated by a skilled worker using a highly-optimised user interface, where AI is used to assist the
worker and reduce their error rate. On the other hand, maximum efficiency can be achieved by using
the AI model to auto-annotate the majority of the dataset, leaving the human worker to only
annotate the images that the AI is insufficiently certain on. This human-finished AI-annotated
dataset will be referred to as the hybrid dataset going forward. Further, the AI-only annotated
dataset will also be compared to demonstrate AI performance, even though it is not intended to be
used on its own. This will be referred to as the classifier dataset.
Additionally, we explored the viability of using crowd-sourced labour to perform the manual
annotation process, due to the cheaper nature of the South African labour market in comparison to
the first world. Theoretically, this approach could obtain similar accuracy to the full manual
annotation process, but at a substantially reduced cost. Additionally, South Africans are likely to be
well-acquainted with the vast majority of Southern African species, and thus perform well at the
task.
In order to allow for the fair comparison of these different approaches, an accurate baseline set of
annotations had to be generated. This golden dataset was created using a combination of the results
from all of the above approaches. On an image-by-image basis, the annotations from the various
approaches were compared, automatically copied where there was consensus, and manually
adjudicated otherwise.
All results presented here have been obtained from a single survey performed in the Okavango Delta
in 2019, totalling 43 339 images across 56 camera-trap locations.
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1 Summary Results

The performance of the different approaches is best summarised by the recall and precision rates
presented in Figure 1. It can be seen that the manual TrapTagger approach achieves similar
performance to that of the traditional approach of WildCRU despite costing 98.4% less. On the other
hand, both the hybrid and crowd-sourced results offer a marginally lower recall rate in return for
their further reduced time and cost. However, the crowd-sourced results do yield a lower precision,
as would be expected. The AI-generated results achieve the lowest recall rate, but this is by design.
The system is set to err on the side of caution, and avoid annotating images that it is unsure of,
instead leaving them to a human tagger. As such, the AI-generated data offers sufficiently high
precision that allows the hybrid results to be used in stringent applications such as academic studies.

Figure 1. Recall and precision rates for the various approaches.
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2 Detailed Comparison

The above recall and precision rates give a good overview of the performance of the various
approaches, but do not paint the full picture of the trade-offs associated with each. As such, a moredetailed comparison is presented in Table 1 below. Note that the ecologist that performed the
traditional annotation process for WildCRU never directly tracked the man hours required to
complete the survey, so an approximation of 2 months of work was used based on discussions with
the parties involved. On the other hand, the annotation times for the TrapTagger results are based
on a conservative average of 6 minutes per batch of 200 clusters. Additionally, the hourly cost of a
skilled or semi-skilled worker was chosen to be $20 per hour, whilst the cost of an unskilled crowdsourced worker was set at 100 South African Rand (approximately $6.72 at the time of writing) per
hour. These figures are purely representative, and are used for demonstration purposes only.
Table 1. Detailed comparison between the various annotation approaches.

Technique
Traditional
Manual
Crowd
TrapTagger
Classifier
Hybrid

Precision (%)
99.40
99.45
97.46
99.11
99.17

Recall (%)
97.64
97.35
96.82
85.18
96.33

Time (h)
320
5
5
0
1

Cost ($)
6400
100
35
0
20

Images Viewed
43 399
9 347
9 347
0
2 276

2.1 Caveats

Note that the recall and precision figures are the figures for the animal-containing images in the
dataset. Additionally, these figures are presented for the parent-level categories only, which in this
case are as follows: antelope, bird, buffalo, cheetah, elephant, giraffe, hippopotamus, hyena, jackal,
leopard, lion, mongoose, primate, rhinoceros, small and medium cats, sundry, warthog, wild dog,
and zebra. The sub-species of these categories were not included for a number of reasons. Firstly,
ignoring the sub-categories removes confusion between similar-looking species from the results,
thus demonstrating the performance of the approach itself as opposed to the performance of the
worker who annotated the data. Secondly, the sub-species removed are typically of little interest,
and as such would rarely be tagged in standard usage. However, these species can easily be
annotated by making a second pass over the associated parent-level categories, marginally
increasing the annotation time required for the TrapTagger approaches.

2.2 Analysis

It is seen that the manual approach achieves essentially the same recall and precision rates as the
traditional approach, where it can even be argued that the value of sightings missed by the manual
approach are lower than those missed by the traditional approach – this is discussed in section 4.
However, these results are achieved in a substantially shorter period of time, and consequently at a
substantially lower cost. This is achieved by not only requiring the worker to examine roughly a
quarter of the images, but by streamlining the process with a highly efficient user interface.
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Additionally, the Traptagger dataset also offers a count of the number of individuals in each image
as opposed to simply the species contained in the image, thus providing greater value to the end
user.
In comparison, the crowd-sourced dataset provides slightly less accurate results, but at a lower cost.
However, these results will vary quite widely depending on the individual crowd-sourced workers.
Moreover, performance of this category will likely also be poorer if the dataset was tagged down to,
and compared at, the sub-species level. This is due to the fact that it becomes far more challenging,
and requires more expertise and patience, to differentiate between very similar-looking species.
Lastly, the hybrid AI-based approach achieves greater levels of precision than the crowd-sourced
option, achieving a value that is only slightly less than those of the manual and traditional
techniques. Additionally, this is achieved with only marginally lower recall than the crowd-sourced
option, but at an even lower cost, and in a shorter time frame. Moreover, one could even use crowdsourced labour to annotate the images in the hybrid approach for an even further reduced cost.

3 AI Performance

The AI species classifier is capable of identifying 55 different Southern African species, including a
number of different antelope, and other easily-confused species. The recall and precision rates for
the individual species are presented in Table 2 for all those encountered in the discussed survey.
Additionally, the species recall rates for the hybrid approach have also been included in this table to
demonstrate what is achievable when using auto-classification.
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Table 2. Individual species recall and precision for the AI species classifier.
Statistic
Bushbuck

Precision (%)
100.00

Recall (%)
71.43

Hybrid Recall (%)
71.43

Duiker

96.47

67.21

89.34

Impala

99.54

94.39

98.01

Kudu

99.18

75.12

96.52

100.00

54.55

84.85

Steenbok

98.84

54.72

97.21

Tsessebe

100.00

67.80

95.12

Wildebeest

100.00

56.25

68.75

Ground Hornbill

100.00

16.67

100.00

Korhaan

50.00

83.33

100.00

Ostrich

100.00

26.47

73.53

Francolin

100.00

35.71

42.86

Buffalo

95.98

76.22

90.05

Cheetah

30.00

100.00

100.00
97.14

Reedbuck

Elephant

99.50

85.38

Giraffe

99.67

88.08

94.71

Hippo

100.00

70.67

92.00

Aardwolf

100.00

34.62

88.46

Brown Hyena

100.00

53.85

69.23

Spotted Hyena

99.57

77.69

91.70

Black-Backed Jackal

100.00

100.00

100.00

Side-Striped Jackal

100.00

28.57

100.00
91.86

Leopard

100.00

73.26

Lion

100.00

89.16

95.18

Warthog

97.72

75.26

94.37

Baboon

98.39

81.33

91.11

Monkey

80.87

92.08

97.03

Rhinoceros

20.00

22.22

88.89

100.00

50.00

100.00

Civet

87.10

79.41

98.53

Genet

100.00

52.94

94.12

Serval

100.00

50.00

100.00

Wildcat

100.00

66.67

100.00

Aardvark

98.00

74.24

96.97

Bat-Eared Fox

66.67

36.36

81.82

Caracal

Cape Fox

0.00

0.00

100.00

Porcupine

100.00

66.26

93.87

Ratel

100.00

61.90

85.71

Scrub Hare

100.00

50.72

98.55

Springhare

100.0

95.45

100.00

Zebra

98.98

93.25

95.31
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3.1 Classifier Performance

It is seen that the precision of the classifier is very high in general, whilst the recall rate can be quite
low for some categories. This is by design. In order to obtain very high accuracy, the system has been
designed to only identify an animal species if it is extremely confident. Lower confidence images are
instead left to be annotated manually, where the classifications themselves are used to assist the
worker in this process.
Additionally, it is also noted that the precision is quite low for some less-common species such as
rhinoceroses. This is because such species tend to have quite a small number of occurrences in a
dataset, especially in comparison to their more common counterparts such as elephant in this case.
So, when a small percentage of the common species is misidentified as the rare species, it results in
poor performance statistics for that species. For example, in this case there were only 9 images of
rhino in the survey, and of those, 2 were correctly identified by the AI, and the remaining 7 left
unclassified, waiting to be manually examined. However, 4 images of buffalo, 3 of elephant, and 1
hippo were misclassified as rhino. On the thousands of elephants and buffalos, this error rate is very
small, but on the tiny set of rhino images, this causes a disproportionally poor performance figure.
The performance of the classifier can also be improved by using it to only identify the species group
as opposed to specific species itself i.e., identifying an impala as simply an antelope. This avoids
confusion between similar looking species, thus producing more reliable results. Thereafter, the
individual sub-species can be manually annotated by a worker if such information is needed, or left
as is, if the species group is not important, or not a subject of study. This is demonstrated using the
recall and precision figures for these parent-level categories in Table 3 below. Note that common
large species such as elephants and lions do not have logical or useful parent-level categories, and
as such have been excluded from this table. It can easily be seen that the performance on a parentlevel group that contains similar looking species (such as antelope) is vastly better than the
performance on the underlying species.
Table 3. Recall and precision for parent-level categories.
Statistic

Precision (%)

Recall (%)

Hybrid Recall (%)

Antelope

99.60

88.85

98.15

Bird

77.78

28.87

78.35

Hyena

99.58

76.15

91.30

Jackal

100.00

54.55

100.00

Primate

97.84

82.78

92.23

Small and Medium Cats

90.36

70.09

98.13

Sundry

98.71

64.79

94.93
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3.2 Hybrid Performance

In comparison, it is seen in Table 2 that the recall rates for the hybrid approach are much higher, and
this is more representative of what one can achieve with the system. This is because the majority of
the low classifier recall rates are due to the system erring on the side of caution as opposed to it
misclassifying images. However, there are also a number of species where the hybrid recall rate is
quite poor. This can again be attributed to the fact that there only a small number of images for each
of these species in the survey, and as such the mislabelling of a single cluster results in poor
performance. For example: bushbuck (7 images), wildebeest (16 images), ostrich (34 images), and
brown hyeana (13 images).
Finally, the performance of the hybrid approach can be improved further, especially for the lesscommon species, by selecting to only have a few of the larger categories automatically classified.
Specifically, a user can select species with high precision that are highly unlikely to be confused with
the species that is of interest to them. For example, if a user is studying all the large predator species,
they could have elephants, giraffes, antelope, and zebras automatically classified with little effect on
the recall rate of the large predator species. This would result in the user having to spend more time
manually annotating the dataset in exchange for greater accuracy.

4 Error Analysis

As mentioned previously, the manual TrapTagger approach achieves similar recall and precision
levels as the previously-used approach. So, to better compare the two, it is beneficial to examine the
types of errors in each dataset. As such, a random selection of 6 errors from each of the two
approaches is presented and analysed here. It was found that the missed sightings were sometimes
just short of impossible to see in the selected images, and consequently a number of these images
had to be post processed in order to allow the reader to see the missed animal. All such cases are
highlighted with an asterisk, and an example of such processing is demonstrated in Figure 2 below.

Figure 2. Demonstration of the image processing required to find animals in some of the morechallenging images. Original image is on the left.
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4.1 Caveats

A number of criteria had to be applied to the selected images in order to exclude other causes of
error – those other than the annotation process itself. Firstly, misclassification to an incorrect subcategory has been ignored. In other words, as long as an antelope was annotated as an antelope,
the label is considered correct. This removes errors due to confusion between similar sub-species
such as duiker and steenbok, and allows for the comparison of the annotation approach itself, as
opposed to the person doing the annotation.
Secondly, images with the following golden dataset labels were excluded: nothing, unknown,
vehicles/humans/livestock, and knocked down. This removes errors caused by different labelling
schemas between the traditional approach and that used by TrapTagger. The traditional annotation
approach, did not annotate vehicles/humans/livestock categories, whilst they were annotated in
TrapTagger. Additionally, in TrapTagger, images from cameras that had been knocked over were
annotated as knocked down, as opposed to simply empty. Further, sundry or other labels were also
excluded due to the differences in the usage of these labels, and finally, truly unknown images could
not be counted against either party.
Moreover, images that were labelled as unknown by either party were also excluded to separate the
performance of the worker from the annotation approach, and to account for the fact that unknown
images can always be revisited by an expert at a later stage. Also, the selected misidentified or
missed images were limited to ones that the other party got correct in order to highlight the
differences between the two approaches.
Lastly, images were also limited to those with only a single label in the golden dataset. This prevents
a number of issues. Firstly, it helps with only comparing the system instead of the worker, as
sometimes one worker notices an additional species in the background of an image that the other
does not. Additionally, it also removes the effect of the grey area of deciding when an animal is too
far in the distance to annotate, especially in cases where a camera overlooks a large open plain.

4.2 Analysis

After applying these criteria, the randomly selected errors for the traditional approach are presented
in Figure 3 below, whilst those for the manual TrapTagger approach are presented in Figure 4. It is
seen in the traditional approach’s errors that the animals and their species are typically easily
identifiable. This indicates that the errors from the traditional approach tend to be due to mistakes
by the operator. Typically, these errors would be caused by the operator accidentally selecting the
wrong images, or copying them to the incorrect folder, resulting in these good quality images being
misclassified. Additionally, it was also found that typographical errors in the long and complicated
folder trees were a common mistake in this approach, although these errors were corrected prior to
importing the results and thus are not reflected in this report.
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A) A spotted hyena mislabelled as an impala.

B) A warthog mislabelled as an elephant.

C) A civet mislabelled as a porcupine.

D) A spotted hyena mislabelled as an elephant.

E) A giraffe mislabelled as an elephant.

F) A giraffe mislabelled as an elephant.

Figure 3. A random selection of errors from the traditional approach.
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A) A missed elephant*.

B) A missed spotted hyena.

C) A missed buffalo*.

D) A missed elephant*.

E) A missed buffalo*.

F) A missed porcupine*.

Figure 4. A random selection of errors from the manual TrapTagger approach. * indicates post-processed image.
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In comparison, it is seen that the TrapTagger errors tend to occur in very challenging images where
the AI has failed to identify the presence of an animal, let alone the species. This is demonstrated by
the fact that 5 out of the 6 images had to be post processed in order to identify the missed sighting.
Consequently, these images were never shown to a human operator to adjudicate. Typically, these
challenging images tend to include images taken at night, of animals that are just on the edge of the
effective radius of the camera flash. However, the opposite issue of an animal walking too close to
the camera, causing the camera to blind itself with its flash, has also been identified as a lesscommon additional source of error. Either way, it must be noted that around half of these images
are still grouped into clusters containing other images from the same sighting where the animal
came close enough to the camera to be detected by the AI, and subsequently identified. So, although
the sighting itself would be excluded from the results, it would not be lost, and could potentially still
be viewed, and the sighting added.
Up until now, the effects of operator error – or more specifically species confusion – have been
separated from the annotation technique itself, but it must be made clear that human error is
something that is unavoidable, and it is an important part of the annotation process to mitigate its
effects. It is also noted that errors such as annotating an animal as the completely wrong species,
are also counted against TrapTagger in this analysis. However, these types of errors have not
appeared in the random sample presented here due to the fact that they occur far less frequently.
This can be attributed to two things. Firstly, the TrapTagger interface has an optional stage where it
highlights potential mistakes based on AI classifications, which in turn helps find and correct
operator error. Secondly, the careful and automatic organisation of the vast amounts of data
involved reduces the impacts of operator error in general.
Therefore, it is seen that the errors in the traditionally-annotated dataset tend to be of higher-quality
sightings that potentially hold more information, and hence are more consequential. As such, it can
be argued that although the recall and precision figures for the manual TrapTagger approach and
the traditional method are virtually identical, the performance of the former is superior to the latter.
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5 Conclusion

In this report the performance of the various TrapTagger annotation approaches were compared to
that of the traditional method used by WildCRU to annotate camera-trap surveys. In general, it was
found that the performance of the various approaches was very similar to that of the traditional
method, with the manual approach producing arguably better results due to the fact that the
sightings it dropped tended to be of a lower value. Moreover, these results were achieved with as
much as a 99.7% reduction in time and cost.
Due to its high accuracy, the manual TrapTagger approach is best suited to stringent applications
such as academic studies, whereas the hybrid approach is better suited to lower-cost applications
such as regular ecology work where short turnaround time is a must. The crowd sourcing approach
is perhaps less useful due to its lower accuracy, but it could find use in low-cost applications in other
biomes where the AI cannot be relied upon.
Most importantly, the system is being expanded upon continuously, and features are being added
regularly. The AI models will also be improved upon as the state-of-the-art progresses, and species
classifiers for other biomes will be added as sufficient data becomes available. As such, the
performance of the TrapTagger system will only improve from here.

12

